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EXECUTIVE SUMMARY 

OPTi (Optimisation of District Heating and Cooling Systems) aims to establish a framework that describes the 
correlations between consumption from DHC (District Heating and Cooling) systems and the factors that 
influence the demand side and its participation; hence constituting a key factor for the effective design of 
incentive-based ADR contracts from the provider's side.  

In that context, this deliverable entitled “Consumer modelling and incentives”, and in accordance to the 
objectives set in the DoW (in fact going a bit further), presents the theoretical work carried out by OPTi WP3 
so far (M8) in respect to modelling consumer preferences and designing efficient incentives and contracts, 
the relation of this work with both the real and the simulated use cases, some initial theoretical results and 
sets the scene for the work to be performed in the sequel. The relevant state-of-the-art is also presented 
where applicable. 

The work in this WP is structured in tasks as presented in the DoW, which start progressively and overlap 
appropriately to ensure maximum effectiveness. In particular, the work presented in this deliverable is 
summarized as follows.  

Economic modelling – Fundamental concepts (Section 2) 

Section 2 lays the foundation of the theoretical work by defining some of the basic concepts that will be used 
in the modelling and analysis in WP3 and is also applicable for WP4. It includes definitions from the 
microeconomics literature and important concepts on mechanisms’ design as well as provides a thorough 
explanation on the main optimisation problems arising in economics. The material presented herein is mostly 
based on Courcoubetis and Weber 2003, and certain examples to illustrate its relation to the energy sector 
and particularly to OPTi are included. 

Consumer preference modelling (Section 3) 

Section 3 studies energy consumption from the consumer viewpoint, as part of Task 3.1. The objective is to 
identify, understand and model consumer preferences, namely the baseline, and consumer 
comfort/discomfort that is driven by the aforementioned preferences, i.e. consumers’ thermal comfort. In 
this context, the theoretical framework for this study is set, comprising (i) the estimation of the baseline 
consumption profile and (ii) the modelling of consumers’ thermal comfort. In particular, a thorough analysis 
of the already existing methodologies in the context of DHC systems is presented accompanied with a 
proposed context vector based approach that is to be used in OPTi. As  for consumers’ thermal comfort, an 
extension of the concept of utility functions is proposed via a novel hybrid approach, which combines the 
theoretical utility functions, available in literature, with statistical analysis of data obtained as feedback from 
the consumers (from the virtual knob). 

Consumer incentivisation and behavioural aspects (Sections 4 - 5) 

The objective of Task 3.1 is to design effective ADR contracts, which will accommodate societally and 
economically efficient incentive schemes that will simulate consumers’ engagement in the proposed DHC 
tailored ADR programs. Firstly, Section 4 describes a preliminary suite of works that is conducted in the 
context of incentive mechanisms for ADR contracts. Particularly, it presents two methodologies that suggest 
different approaches of designing incentive-based ADR contracts in an effective way. The methodologies are 
distinguished by the consumer model applied in each case. In the Fixed versus Learning-based Incentives in 
ADR Contracts (FLIADR) approach, each consumer is modelled based on the modification of the optimal 
consumption schedule in the case of participation in DR, which leads to estimation of the incentives necessary 
for the consumer to actually participate. On the contrary, in Net Benefit-based Incentives in ADR Contracts 
(NBIADR) the consumer model is much more detailed, i.e. each consumer is assumed to act rationally by 
choosing the consumption schedule that maximises her total Net Benefit; hence consumer modelling is 
directly linked to the total amount of incentives. A detailed comparison of the two models is presented in 
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the sequel as well as possible directions for future extensions within the project’s scope. Both methodologies 
will be utilised for the definition of models and optimisation problems with respect to the real and simulated 
environments within the project such as the optimal selection of consumers for ADR. 

Section 5 pertains also to the work in Task 3.2 but provides an interesting twist on the definition and 
investigation of different incentive schemes by focusing this time into the behavioural (psychological) aspects 
of the consumer and how these can be exploited for defining more efficient incentives, interventions and 
policies in the energy area. A detailed analysis of the state-of-the-art is included in topics of particular interest 
of WP3, such as tariff design and consumer decision making, social norms and the sustainability of 
interventions, pro-environmental and pro-social behaviour. Besides offering a valuable background, this 
analysis provides input in terms of requirements that need to be taken into consideration when constructing 
models for the user (in terms of utility), for energy consumption and for schemes for providing incentives 
and incentive-based contracts for DR and ADR respectively.   

Consumer and economic modelling prototypes – Early designs (Section 6) 

Furthermore, in the context of Task 2.3, Section 6 presents an early design for the components of Consumer 
and Economic Modelling, as they are defined in the OPTi architecture in deliverable D2.3: System Architecture 
Specification. A brief analysis of the components and their functionality is presented.  

Finally, the work reported in this deliverable will serve as a basis for the investigation of the overall economic 
sustainability of the OPTi approach in Task 3.3. Amongst others, this task will estimate the economic benefits 
of the project’s approach considering the feedback loop of incentives, their impact to altering consumption 
behaviour and the resulting value for the energy provider. This work will utilize input and results from all 
WP3 tasks and will be presented in Deliverable D3.2. It will also compare the results from the theoretical and 
simulation framework against those of the real trials. 
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1 INTRODUCTION  

This document presents the work performed in the context of WP3 and subsequent tasks focusing on the 
consumer preference modelling, the consumer incentivisation and behavioural aspects. In addition to that, 
initial work on other research issues is presented like those related to the definition by early designs of 
consumer and modelling prototypes. All these are described in the next sections according to the structure 
discussed before. 

More specifically, Section 2 presents some fundamental concepts that will be used in the modelling and 
analysis in WP3, i.e. definitions from the microeconomics literature and important concepts on mechanisms’ 
design, and provides a thorough explanation on the main optimisation problems arising, while Section 3 
focuses on the analysis of historical consumption data, the definition of the baseline consumption profile and 
presents the methodology to be utilised in the context of the project. 

In order to explore different ways of multiplexing consumer demands as well as to find the optimal incentives’ 
allocation based on different objectives, Section 4 builds on the consumer models determined in Section 3 
and proposes two methodologies and different approaches of designing incentive-based ADR contracts in an 
effective (for all involved actors) way. Furthermore, Section 5 deviates from the conventional definition of 
incentives by elaborating into the behavioural aspects of consumers’ profiles and identifying the 
requirements that need to be taken into consideration when constructing models for the user (in terms of 
utility), for energy consumption and for incentive schemes.   

Section 6 places the theoretical frameworks presented before in the context of the OPTi trials by analysing 
the components of Consumer and Economic Modelling, as they are defined in the OPTi architecture in 
deliverable D2.3: System Architecture Specification and discusses their functionality. Finally, Section 7 briefly 
presents a number of guidelines for taking into account gender issues in this work and Section 8 concludes 
the document. 
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i 

2 ECONOMIC MODELLING – FUNDAMENTAL CONCEPTS 

In this section we define some of the basic concepts we will use in our modelling and analysis in WP3 and 
WP4. They include definitions from the economics literature and important concepts on mechanisms’ design. 
We also explain the main optimisation problems arising in economics. The material presented below is mostly 
based on Courcoubetis and Weber 2003, though we have added certain examples to illustrate its relation to 
the energy sector and particularly to OPTi research areas. 

2.1 UTILITY FUNCTION, SURPLUS MAXIMIZATION AND DEMAND FUNCTION  

Consider a market in which n customers can buy k goods. In traditional markets goods are consumed by the 
buyers, i.e., when one buys one unit of a certain good, this good is not available to other buyers. In the next 
definitions for utility, nets benefit and demand, this ‘consumable good’ assumption is not important since 
we assume an infinite amount of goods available. They play a role when we try to match supply and demand, 
a role played by the market mechanism that we will discuss later. 

Denote the set of customers by 𝑁 = {1,… 𝑛}. Customer 𝑖 can buy a vector quantity of goods 𝑥 =  (𝑥𝑖, … , 𝑥𝑘) 
for a payment of ℎ𝑖(𝑥). The profit 𝜋𝑖 of a customer from a transaction in the market consuming x is called 
the consumer’s net benefit or consumer surplus,  

𝐶𝑆𝑖(𝑥) = 𝑢𝑖(𝑥) − ℎ𝑖(𝑥). (1) 

where 𝑢𝑖(𝑥) is the utility to customer 𝑖 of having the vector quantities of goods 𝑥. One can think of 𝑢𝑖(𝑥) as 
the maximum amount of money he is willing to pay, i.e., his ‘willingness to pay’, to receive the bundle that 
consists of these goods in quantities 𝑥1, … , 𝑥𝑘. Equivalently, it is the revenue the user can obtain by reselling 
the good in some market. In many cases we use the term ‘value’ to refer to the utility of the user obtained 
when consuming a given good. Note that in our definitions the utility function is expressed in the same units 
as the payments (dollars or euros, etc.). 

In (1) the consumer surplus is the utility of 𝑥 minus the amount paid for 𝑥. Or the difference between his 
willingness to pay for 𝑥 and the corresponding payment. If a customer has the choice, he will choose to buy 
the quantity that maximizes the difference between his willingness to pay and his payment. Hence he will 
chose the value of 𝑥 that solves 

𝐶𝑆𝑖 = max
𝑥

[ 𝑢𝑖(𝑥) − ℎ𝑖(𝑥)]. (2) 

Note that we assumed for simplicity that the available amounts of the 𝑘 goods are unlimited. Otherwise we 
had to constrain (2) so that one consumes only what is available. 

Let us suppose for simplicity that: 

ℎ𝑖(𝑥) = 𝑝𝜏𝑥 = ∑ 𝑝𝑗𝑥𝑗𝑗 , 

for a given vector of prices 𝑝 = (𝑝1, … , 𝑝𝑘). Then customer 𝑖 seeks to solve the problem 

 

𝑥𝑖(𝑝) = 𝑎𝑟𝑔 max
𝑥

[𝑢𝑖(𝑥) − 𝑝𝜏𝑥]. (3) 

It is usual to assume that 𝑢𝑖(∙) is strictly increasing and strictly concave for all 𝑖. This ensures that there is a 
unique maximizer in (3) and that demand decreases with price. If, moreover, 𝑢𝑖(∙) is differentiable, then the 
marginal utility of good 𝑗, as given by 𝜕𝑢𝑖(𝑥)/𝜕𝑥𝑗 , is a decreasing function of 𝑥𝑗 .  

The vector 𝑥𝑖(𝑝) is called the demand function for customer 𝑖 (Figure 1). It gives the quantities 𝑥𝑖 =

(𝑥1
𝑖 , … , 𝑥𝑘

𝑖 )) of goods that customer 𝑖 will buy if the price vector is 𝑝. The aggregate demand function is 

𝑥(𝑝) = ∑ 𝑥𝑖(𝑝)𝑖∈𝑁  this adds up the total demand of all the users at prices p.  
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Similarly, the inverse aggregate demand function, 𝑝(𝑥), is the vector of prices at which the total demand 
is 𝑥. We must note that 𝑥𝑝(𝑥) is not the willingness to pay for the goods in 𝑥, which is 𝑢(𝑥). If a user is 
charged his willingness to pay, then he is left with zero surplus. 

 

Figure 1: Customer’s demand function and maximisation problem (Courcoubetis and Weber 2003) 

Therefore, a user facing the decision of what quantities to buy, he selects the individually optimal choice 
derived by solving the above problem of net benefit maximization problem. This is the standard assumption 
of how an economic agent makes decisions. Other alternative optimisation problems can be: that the user 
selects the best combination in terms of utility subject to the constraint that his payment equals a certain 
budget, or that he selects the cheapest possible combination subject to the constraint that the associated 
utility is above a certain threshold.  

For example if we suppose that we have sensor market model where buyers and sellers would like to 
purchase data from sensors (e.g. consumption data), the sensor demand may get the general form discussed 
above (the case of different willingness to pay for different sensor subsets, i.e., a utility function that accounts 
for different allocations), or might be very simple by demanding a specific set of sensors (goods) only. This 
later is the case of inelastic demand..   

In our setting (energy networks) the users consume energy by choosing how they are going to use or schedule 
the devices in an automatic way. The consumers here try to maximise the satisfaction they get (utility) from 
using their devices by optimising this schedule over the time horizon under diverse constraints such as 
whether they are going to be home, their bills (price they pay per kWh), the external context like the day of 
the week or the weather etc. This type of complex optimisation problems fall under the work of WP3 in OPTi.  

Sometimes we refer to the case that the customer has a quasilinear utility function, of the form 𝑢(𝑥, 𝑤) =
𝑤 + 𝑢(𝑥), where 𝑤 is the amount of money in the bank or his income, and 𝑥 as before. Assuming his 
income is large enough that 𝑤 −  𝑝𝑇𝑥 >  0 at the optimum, he must solve a problem that is equivalent to 
(3). It is valid to assume a quasilinear utility function when the customer’s demand for goods is not very 
sensitive to his income, i.e., expenditure is a small proportion of his total income, and this is the case for most 
known communications goods. 

2.2 THE SUPPLIER’S PROBLEM – MARKET MODELS  

Suppose that a supplier produces quantities of 𝑘 different goods. Denote by 𝑦 = (𝑦𝑖 , … , 𝑦𝑘) the vector of 
quantities of these goods. For a given network and operating method the supplier is restricted to choosing 𝑦 

within some set, say 𝑌𝑗, usually called the technology set or production possibilities set of the given supplier 
𝑗 in the economics literature. In our case this may correspond to the set of physical sensors that can be turned 
on by the supplier. 

Profit, or producer surplus, is the difference between the revenue that is obtained from selling these goods, 
say 𝑟(𝑦), and the cost of production, say 𝑐(𝑦). An independent firm 𝑗 having the objective of profit 
maximization, seeks to solve the problem of maximizing his profit πj  



   

D3.1: Consumer modelling and incentives 

 

 

  Page 11 of 84 

 

𝑃𝑆𝑗 = 𝜋𝑗 = max
𝑦𝜖𝑌

[𝑟(𝑦) − 𝑐𝑗(𝑦)]  ,  (4) 

where 𝑟(𝑦) is the revenue obtained in the given market if the supplier tries to sell exactly 𝑦 quantity of the 
goods produced (prices might change since the total capacity available of the goods changes by the addition 
of 𝑦). Note that the producer surplus is defined for all values of output 𝑦, and 𝑃𝑆𝑗(𝑦) = 𝑟(𝑦) − 𝑐𝑖(𝑦), the 

difference of revenues minus costs when producing y. 

An important simplification of the problem takes place in the case of linear prices, when  

𝑟(𝑦) = 𝑝𝜏𝑦 for some price vector 𝑝. Then the profit is simply a function of 𝑝, say 𝜋(𝜚), as is also the 
optimizing 𝑦, say 𝑦(𝑝). Here 𝑦(𝑝) is called the supply function, since it gives the quantities of the various 
goods that the supplier will produce if the prices at which they can be sold is 𝑝. As in the case of the consumer, 
we get that the optimal amount to be supplied by 𝑗 in the case of exogenously defined prices 𝑝 for the goods 
is 

          𝑦𝑗(𝑝) = 𝑎𝑟𝑔max
𝑦

[𝑝𝜏𝑦 − 𝑐𝑗(𝑦)] .   (5) 

The way in which prices are determined depends on the prevailing market model. This influences greatly the 
exact optimisation problem to be solved by a supplier. If the supplier is a monopolist, that is, the sole supplier 
in an unregulated monopoly, then he is free to set whatever prices he wants. His choice is constrained only 
by the fact that as he increases the prices of goods the customers are likely to buy less of them.  

A monopoly supplier has the problem of profit maximization. Since he is the only supplier of the given goods, 
he is free to choose prices. In general, such (unit) prices may be different depending on the amount sold to 
a customer, and may also depend on the identity of the customer. Such a flexibility in defining prices may 
not be available in all market situations.  For instance, at a retail petrol station, the price per litre is the same 
for all customers and independent of the quantity they purchase. In contrast, a service provider can 
personalize the price of a digital good, or of a communications service, by taking account of any given 
customer’s previous history or special needs to create a version of the service that he alone may use. 
Sometimes quantity discounts can be offered. The more control that a firm has to discriminate and price 
according to the identity of the customer or the quantity he purchases, the more profit it can make. A profit 
maximizing monopolist will set his price so that marginal revenue equals marginal cost. This means setting a 
price higher than marginal cost. This creates a social welfare loss as shown in the yellow shaded area of Figure 
2.  

 

Figure 2: Social welfare loss in a monopoly (linear & uniform prices) (Courcoubetis and Weber 2003) 

If the supplier is a small player amongst many, or prices are determined by a regulator, then he may have no 
control over 𝑝, and thus he is a price-taker, with no freedom except his choice of 𝑦. This is a typical case. An 
appropriate model is linear prices which are independent of the quantity sold. This is also the case for a 
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regulated monopoly, where the price vector 𝑝 is fixed by the regulator, and the supplier simply supplies the 
goods that the market demands at the given price. In both of these cases, the optimisation problem to be 
solved by the supplier is that of equation (5).   

A middle case, in which a supplier has partial influence over 𝑝, is when he is in competition with a few others. 
In such an economy, or so-called oligopoly, suppliers compete for customers through their choices of 𝑝 and 
𝑦. This assumes that suppliers do not collude or form a cartel. They compete against one another and the 
market prices of goods emerge as the solution to some non-cooperative game. Such cases are often modelled 
by means of appropriate game-theoretic formulations, the best-known being Cournot and Bertrand games.  

2.3 SOCIAL WELFARE MAXIMIZATION 

Social welfare (which is also called social surplus) is defined as the sum of all agents' net benefits, i.e., the 
sum of all consumer and producer surpluses  

𝑆𝑊 = ∑ 𝐶𝑆𝑖(𝑥
𝑖) + ∑ 𝑃𝑆𝑗(𝑦

𝑗)
𝑗𝑖

 (6), 

= ∑ 𝑢𝑖(𝑥
𝑖) − ∑ 𝑐𝑗(𝑦

𝑗)
𝑗𝑖

 (7) 

If goods produced are also actually consumed, then we also have ∑ 𝑥𝑖 =𝑖 ∑ 𝑦𝑗
𝑗  since we need supply and 

demand to match. This is the condition indicating market clearance in a competitive market equilibrium.  

We speak interchangeably of the goals of social welfare maximization, social surplus maximization, and 
`economic efficiency'. The key idea is that, under certain assumptions about the concavity and convexity of 
utility and cost functions, the social welfare can be maximized by setting an appropriate price and then 
allowing producers and consumers to choose their optimal levels of production and consumption. This has 
the great advantage of maximizing social welfare in a decentralized way. 

One can always begin by supposing that the social welfare maximizing prices are set by a supervising 
authority, such as a regulator of the market. Suppliers and consumers see these prices and then optimally 
choose their levels of production and demand. They do this on the basis of information they know. A supplier 
sets his level of production knowing only his own cost function, not the consumers' utility functions. A 
consumer sets his level of demand knowing only his own utility function, not the producers' cost functions 
or other customers' utility functions.  

2.4 MECHANISM DESIGN 

A mechanism is the definition of the rules and the actions of a game in which a given set of economic agents 
participate. Mechanism design (sometimes called reverse game theory) is a field in game theory studying 
solution concepts for a class of private-information games. In a design problem, the goal function is the main 
“given,” while the mechanism is the unknown. Therefore, the design problem is the “inverse” of traditional 
economic theory, which is typically devoted to the analysis of the performance of a given mechanism 
(Hurwicz and Reiter 2006). So, two distinguishing features of these games are: 

 that a game "designer" chooses the game structure rather than inheriting one 

 that the designer is interested in the game's outcome 

The 2007 Nobel Memorial Prize in Economic Sciences was awarded to Leonid Hurwicz, Eric Maskin, and Roger 
Myerson "for having laid the foundations of mechanism design theory". 

The goal is to design the mechanism in a way that the resulting game has a certain outcome as an Nash 
Equilibrium (NE), or that the NEs of the game have a certain property like maximize social efficiency among 
all possible outcomes. In simple terms, since we cannot force agents to make decisions, we like to define a 
context (the mechanism) under which the best rational choices of the agents are also the ones that the social 
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planner would wish them to make. We call this compatibility of the incentives regarding the actions to take 
between the agents and the social planner incentive compatibility. 

More precisely, consider the traditional Bayesian game setting 𝐵 = (𝑁,𝑂, Θ, 𝑝, 𝑢) where 𝑁 is the set of 
agents, 𝑂 is the set of outcomes, Θ is the set of agent types, 𝑝 is a distribution over the agent types, and 𝑢 is 
a set of utility functions over the set of outcomes and agent types, one per agent. Hence for a given vector 
of types and a given outcome we can compute he payoff for each agent by applying his utility function. In 
the above setting, agents have private information since each agent knows his type but has only a probability 
distribution for the actual types of the other agents. A Mechanism for a Bayesian setting 𝐵 is a pair (𝐴,𝑀) 
where 

 𝐴 = 𝐴1 ×∙∙∙× 𝐴𝑛 where 𝐴𝑖  is the set of action available to agent 𝑖 ∈ 𝑁, and 

 𝑀:𝐴 → 𝑂 maps each vector of actions by the agents to an outcome (more general to a distribution 

Π(Ο) over the set of outcomes). 

 We say that agents have quasilinear preferences with transferable utility if the set of outcomes is 

𝛰 = 𝛸 × ℜ𝑛 for a set X, and the utility of an agent 𝑖 can be written as 

𝑢𝑖(ο, 𝜃) = 𝑢𝑖(𝑥, 𝜃) 𝑤ℎ𝑒𝑟𝑒 𝑜 = (𝑥, 𝑝) ∈ 𝑂 𝑎𝑛𝑑 𝑢𝑖 : 𝑋 × Θ → ℜ 

Hence the designer of the mechanism must specify the actions that are available to each agent, and the 
mapping of actions to outcomes. In the case of quasilinear preferences with transferable utility, the outcome 
of the mechanism consists of an allocation 𝑥 ∈ 𝑋 (the resources that each agent will get) and a side payment 
(positive or negative). The capability to include payments as part of the action space makes our mechanisms 
very powerful and increase the range of achievable outcomes. 

If the mechanism defines as the action space the set of agent types (i.e., agents are asked to report their 
types) it is called a direct mechanism, otherwise (more general) it is an indirect mechanism. In direct 
mechanism, in general, truthful reporting is not an NE strategy. The revelation principle ensures that if a 
certain NE is achieved by an indirect mechanism, then it can be also achieved by a direct mechanism where 
truth telling is the NE strategy employed by the players. In other words, we don't restrict ourselves if we 
restrict our mechanism design space to mechanisms that ask players to report their types and being truthful 
is an NE strategy. A stronger definition is about strategyproofness. A mechanism is strategy proof if it is direct 
and truthtelling is a dominant strategy (not just an equilibrium strategy at some NE). We also discuss a 
stronger form of incentive compatibility, group strategyproofness, where no coalition of agents has an 
incentive to jointly misreport their true willingness to pay. 
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3 CONSUMER PREFERENCE MODELLING  

In order to realize the full benefits of DHCs, it is important to accurately model and forecast thermal demand 
at different temporal and spatial aggregations. Short and long term demand forecasts of individual customers 
and communities are essential to planning and operation of DHCs. Accurate forecasts help utilities to plan 
ahead and hedge against uncertainties. They are also required for system upgrades and to optimally size and 
operate thermal storage. During real-time operations, they help manage strains and leakages in the network 
due to sub-optimal pressure and temperature. Moreover, the flexibility of thermal demand makes it very 
attractive for demand response (DR) programs. During DR events, load reductions cannot be measured and 
need to be estimated based on consumer demand forecasts.  

Forecasting the thermal demand of an end customer is challenging as it is a function of several exogenous 
factors and context variables such as time of day, day of the week, community events, seasonality, ambient 
temperature, building insulation, etc. In order to accurately model the thermal demand, its dependence on 
these factors needs to be well understood. However, such dependence can be highly customised and 
potentially demonstrate significant variation from one consumer to another. A primary reason for this 
variation is difference in lifestyle. For example, different consumers may have different working hours, 
leading to differences in times when they use the heating system in their premises. Similarly, the set-point 
temperature that customers prefer can also vary based on factors such as metabolism rate and body mass 
index (Lam, Yuan and Wang 2014). 

Given the complex dependence of thermal demand on a number of different factors, machine-learning 
approaches to model this dependence appear promising. In contrast, physics-based models are generally 
constrained by the need to input a large number of parameters that may not always be known. In this work, 
we compare different machine learning based approaches to identify and forecast consumers’ thermal 
demand. We also propose a context-based regression approach, which is an extension of prior work on 
modelling residential power consumption (Bandyopadhyay, Ganu, Khadilkar and Arya 2015) and specifically 
adapted to thermal demand. Our proposed framework is generic and can be used to model consumption at 
residential, commercial, or community scale. A specific advantage provided by DHCs in this regard is that the 
historical thermal consumption is explicitly available via dedicated heat meters. Once the thermal demand 
data is available (through measurements or estimation techniques), our modelling framework may be 
directly applied. Another salient feature of our approach is that the underlying sensory data requirements 
are minimal. It only requires: (i) historical time-series of consumption data, which is becoming increasingly 
available via smart metering (Weiss, Helfenstein, Mattern and Staake 2012), and (ii) ambient temperature 
data, which is also easily available through nearby meteorological stations.  

3.1 BASELINE ESTIMATION  

3.1.1 Introduction 

As part of the baseline prediction, the modelling and estimation of the consumption of energy of different 
houses for hot water and space heating is necessary. The bibliography on the approaches for the estimation 
of baseline is already extensive; most of the existing approaches utilise data analytics techniques. 
Nevertheless, their exploitation in the context of DHC systems has not been explored in detail, and there are 
only a few references that are relevant. In particular, Idowu, Ahlund and Schelen 2014 present a proposal for 
employing various machine learning algorithms in DHC systems, commenting on the suitability of specific 
types of algorithms for various modelling related tasks. However, this work does not provide any results from 
applications of the proposed algorithms.  

In (Idowu, Saguna, Ahlund and Schelen 2014), the authors provide a comparative assessment of the 
application of four machine-learning techniques to predict heat demand in multi-family residential buildings. 
The authors were able to achieve 5.6% Mean Absolute Percentage Error (MAPE). However, the methodology 
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requires data such as solar radiation, supply and return temperature, supply pressure and flow rate, which 
might not be easily available across all DHC networks. Also, by considering a group of consumers instead of 
individual consumers, the variance in the data is inherently reduced. Modelling the consumption of individual 
consumers is a more challenging task because of the associated variance.  However, as one of the key 
objectives related to ADR is the identification of those consumers to which DR signals should be sent, the 
understanding and estimation of the baseline consumption at the individual consumer level is required. 

Bacher, Madsen, Nielsen and Peters 2013 employ adaptive linear time-series modelling techniques utilising 
as input local measurements and meteorological parameters such as solar radiation and wind speed. Similar 
to our observation for the work of Idowu, Saguna, Ahlund and Schelen 2014, the data requirements of the 
proposed methodology are stringent. Opposed to that, our approach identifies the most relevant context 
combination based on minimum observed variance, thus providing useful insights for DR designers. For 
example, for a particular set of consumers, if our approach identifies the external temperature within a 
certain band as an important factor governing consumption, the utility company can tailor DR contracts such 
that the targeted reduction is given as a function of the external temperature.  

Regarding the application of data analytics in DHC systems, the literature is limited but not directly related 
to modelling of consumption at the consumer level. For example, in Saarinen 2008, the authors propose a 
methodology to model the heat load from the provider’s side, and not for the individual consumer. As noted 
earlier, the types of models have limited or zero value for applications such as DR, which need to be rolled 
out to selected consumers. In Lam, Yuan and Wang 2014, the authors use machine-learning methodologies 
for identification of the user preferences in terms of set-point in temperature that drive demand. Again, our 
work differs in the sense that we seek to model directly users' consumption, driven by the need to estimate 
consumer baseline consumption in order to be fed in applications such as DR. 

Hence, it is a fundamental issue to optimally define the consumer baseline, as it plays a significant role in the 
implementation of incentive-based ADR contracts and consists a key metric for the measurement and 
verification of their efficiency. 

3.1.2 The approach 

Our work is mainly oriented towards (i) the standard regression, (ii) the support vector regression (Hong 
2011) and (iii) the context vector approach introduced in Chandan et.al 2014. In order to validate our 
approach we utilise input data consisting of the energy consumption for space heating and hot water across 
ten single family households with different demographical characteristics in Lulea, Sweden for a period of 
two years (2010-2011) and time-logged with a resolution of one hour. 

The standard methods for estimation, like regression and the Support Vector Regression (SVR), assume the 
consumption values to be a function of a set of features, and try to predict the energy consumption at a 
particular time stamp based on the corresponding feature values for the timestamp. We introduce the set of 
feature information corresponding to each time stamp present in the data. The features can be based on the 
calendar information, or the weather, or any other external meta information associated with the data. In 
particular, the features that we consider are the hour of day (which can take categorical values from 1 to 24), 
the ambient temperature (numerical), the day type (which can take categorical values Holiday and Working 
Day) and the season type (which can take categorical values of Summer, Autumn, Winter and Spring). The 
information on holidays and seasons for Sweden has been obtained from Wikipedia. The ambient 
temperature information is obtained from a nearby airport of the city of Lulea, and this data is time-logged 
with a resolution of 1 hour as well. It is observed that the temperature values range from -30oC to nearly 
30oC, thus contributing to a high variance in the energy consumption values in the data.  

We observe that three of the four feature variables used in our regression (and support vector regression) 
are categorical, where different values of the variable have no real numerical relationship with each other. 
Regression results have a valid interpretation only if the response indeed exhibits a functional relationship 
on the feature values, i.e. it makes sense to assume that having a value of 2 on some feature variable does 
indeed mean having twice as much of something as a 1; this however is not the case for categorical variables. 
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In order to overcome this issue, we use dummy variables - variables with only two values, zero and one. For 
categorical variables, which take more than two values (like hour of day, season in our case), we need to 
recode each of them into a set of dummy variables, each of which has two levels. The number of dummy 
variables for each such feature is k-1, where k is the number of levels of the original variable. For example, 
corresponding to feature season, we will use three dummy variables of Summer, Autumn and Winter, which 
will be set 0 or 1 based on the actual season, and the spring season will be encoded as when all the three 
dummy variables are set to 0. 

We use the same set of variables (hour, temperature, day type and season) as contexts in the context vector 
approach. From the data we have gathered, all of these features are available to us at a resolution of 1 hour.  
For use in the context vector approach, the temperature values are split into bins of size 1 degree (24.0 to 
24.9 fall into bin 24). Multiple contexts may be associated with a particular timestamp. As an example, 10:00 
AM, October 21st, 2011 (with ambient temperature of 25.3 degrees) can be represented by contexts such as 
{Autumn}, {Hour=10, Autumn, Working day}, {Temperature=25, Hour=10}, etc. Each of these context 
combinations denotes a Context Vector. The algorithm for predicting a target value using the context vector 
approach is presented in brief below.  

Given a feature vector 𝑉𝑖 = (𝑣𝑖1, 𝑣𝑖2, … , 𝑣𝑖𝑛) corresponding to a test point whose response is to be predicted, 
we find the context vector 𝐶𝑖 ⊆ 𝑉𝑖  such that the variance of the response values of all instances of the 
context vector 𝐶𝑖 in the training data is minimum, and report the mean of the response values of all such 
instances corresponding to 𝐶𝑖 in the training set as the predicted value. The intuition is that every target 
value instance depends on a set of features for appropriate values of those features. Our aim is to find that 
set which is the most descriptive of that instance. 

In this work, we also consider a variant of the context vector approach. Here instead of splitting the 
temperature values into fixed and mutually exclusive bins, we partition the data points into overlapping bins 
centred at the temperature values. The size of the bins is chosen to 1 degree. Thus, a temperature value of 
24.9 degree will be put in a bin comprising of data points with temperature values between 24.4 and 34.4. 
Similarly, the resolution of the hour values is also reduced to 3 hours. As an example, 10:00 AM, October 
21st, 2011 (with ambient temperature of 25.3 degrees) will be represented by contexts such as {Autumn}, 
{Hour between 9 and 11, Autumn, Working day}, {Temperature between 24.8 and 25.8, Hour between 9 and 
11}, etc. The rest of the procedure is same as that of the standard context vector approach. We call this 
variant context vector with window (or CV-Window).  

3.1.3 Simulation results 

As stated before, the input data consists of energy consumption for space heating and hot water across ten 
single family households with different demographical parameters in Lulea, Sweden, for a period of two years 
(2010-2011), time-logged with a resolution of one hour.  First we discuss the results on energy consumption 
due to space heating. 

3.1.3.1 Space heating consumption modelling 

The average (and hence total) energy consumption (across all the houses) varies with the season and the 
temperature as shown in the scatterplot of Figures 3 and 4.  

Figure 3 shows the seasonal variation of the energy consumption: the graph shows a periodic nature with 
the consumption values going high around the summers and low around the winters on both the years. The 
x-axis on the graph shows the hour number starting from January 1st, 2010, and the y-axis value represents 
the energy consumption in Watt at that hour. Figure 4: Variation of energy consumption with time shows 
that as the ambient temperature reduces, the consumption for space heating increases. The x-axis on the 
graph shows the temperature values rounded to the nearest multiple of 5oC (thus a value of -4 implies that 
the ambient temperature is in range -20oC to -15oC; similarly value of 4 implies that the ambient temperature 
is in range 20oC to 25oC). Figure 4: Variation of energy consumption with time  also shows that the 
temperature values range from -30oC to nearly 30oC, thus contributing to a high variance in the energy 
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consumption values in the data (total hourly consumption across all houses varies 0 to 70KW). The y-axis 
value represents the energy consumption in watt for those temperature ranges. 

 

Figure 3: Variation of energy consumption with season [x-axis: hour number(s), y-axis: energy 
consumption (watt)] 

 

Figure 4: Variation of energy consumption with time [x-axis: temperature values rounded to the nearest 
multiple of 5oC, y-axis: energy consumption (watt)] 

The objective is to use part of the data as training set, which we select randomly using train-test split of 75%-
25%, and predict the individual energy consumption of each house, as well as the average energy 
consumption across all houses, both for hot water and space heating. Different error measures are used in 
practice to study the efficacy of a modelling algorithm. The most common are the mean absolute error (MAE), 
and the root mean square error (RMSE) (Pinson et al. 2009). For a test set T, if 𝑦𝑖  is the actual (observed) 
value and 𝑦𝑖

′ the predicted value for a point 𝑖 ∈ 𝑇, the MAE and RMSE are respectively given as follows: 

𝑀𝐴𝐸 = ∑|𝑦𝑖
′ − 𝑦𝑖|

𝑖∈𝑇
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𝑅𝑀𝑆𝐸 = ∑√(𝑦𝑖′ − 𝑦𝑖)
2/|𝑇|

𝑖𝜖𝑇

 

Normalizing the MAE and RMSE facilitates the comparison between datasets or models with different scales: 
the range or the mean of the measured data is a common choice of the normalisation factor. Here we denote 
them respectively as NMAE(R) and NMAE(M). Similarly, the normalized RMSE are denoted by NRMSE(R) 
(normalized by range) and NRMSE(M) (normalized by mean). If 𝑦𝑚𝑎𝑥 and 𝑦𝑚𝑖𝑛 respectively denote the 
maximum and minimum response value in the test set, then the expressions are given as follows: 

𝑁𝑀𝐴𝐸(𝑀) =
∑ |𝑦𝑖′ − 𝑦𝑖|𝑖𝜖𝑇

∑ |𝑦𝑖|𝑖𝜖𝑇
 

𝑁𝑀𝐴𝐸(𝑅) =
∑ |𝑦𝑖′ − 𝑦𝑖|𝑖𝜖𝑇

|𝑇|(𝑦𝑚𝑎𝑥 − 𝑦𝑚𝑖𝑛)
 

𝑁𝑅𝑀𝑆𝐸(𝑀) =
|𝑇|∑ √(𝑦𝑖′ − 𝑦𝑖)

2/|𝑇|𝑖𝜖𝑇

∑ 𝑦𝑖𝑖𝜖𝑇
 

𝑁𝑅𝑀𝑆𝐸(𝑅) =
∑ √(𝑦𝑖′ − 𝑦𝑖)

2/|𝑇|𝑖𝜖𝑇

(𝑦𝑚𝑎𝑥 − 𝑦𝑚𝑖𝑛)
 

In addition to these measures, the Mean Absolute Percentage Error (MAPE) and the Symmetric Mean 
Absolute Percentage Error (SMAPE) are also popular error measures. The MAPE and SMAPE are given as 
follows: 

MAPE = ∑
|𝑦′

𝑖 − 𝑦𝑖|

𝑦𝑖|𝑇|𝑖𝜖𝑇
 

SMAPE = ∑
2|𝑦′

𝑖 − 𝑦𝑖|

(𝑦𝑖 + 𝑦′𝑖)|𝑇|𝑖𝜖𝑇
 

We would like to add here that the range of the total energy consumption values for space heating is pretty 
high (as is evident from Figure 3: the hourly consumption values vary from 0 to 70KW, also a major fraction 
of the values are in the lower end of the spectrum. Hence measures like MAPE and SMAPE will be quite high 
for this kind of data. For example, suppose the hourly consumption value is 10W and the predicted value we 
get from the learning model is 20W: the SMAPE value for this test observation point will turn out to be 66%, 
despite the model doing a decent prediction. Thus, in our work we use normalized MAE and normalized RMSE 
as the metric of performance measure.  

We use the regression, K-Nearest Neighbour (KNN) and Support Vector Regression (SVR) routines available 
in scikit-learn in Python. In the KNN algorithm, a test point is predicted as average of the values of its k nearest 
neighbours. For the KNN algorithm, we set number of neighbours to be 10. In SVR, a proper value needs to 
be chosen for “C”, the penalty factor. If the value is too large, we have a high penalty for non-separable points 
and we may store many support vectors and overfit. If it is too small, we may have under fitted. In our run, 
we set the penalty factor to 1000. The other tuning parameter epsilon is set to 0.1; the kernel is set to radial 
basis function. As for the context vector approaches, we implement them in Python as well.  

Table 1: Total Space heating consumption prediction 

 Regression SVR KNN CV CV-Window 

NMAE(M) 0.19   and 0.146 0.146 0.159 0.139 

NMAE(R) 0.052 0.037 0.039 0.041 0.036 

NRMSE(M) 0.249  0.205 0.210 0.227 0.197 

NRMSE(R) 0.067  0.052 0.056 0.058 0.051 
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Table 1 shows the error measures for total energy consumption prediction by the different models. The least 
value of NMAE(M) (13.9%)  and NRMSE(M) (19.7%) correspond to the CV-Window approach. The SMAPE 
value for this approach was around 34%.  We also use the above models to predict the energy consumption 
of individual houses. Similar to the total energy consumption case, the best results for the individual 
consumption prediction are obtained from the CV-Window approach. Table 2 shows the error measures for 
individual energy consumption prediction by the CV-Window. 

Table 2: Space heating consumption prediction using CV-Window for individual houses  

 House1 House2 House3 House4 House5 House6 House7 House8 House9 House10 

NMAE(M) 0.167  0.146 0.137 0.151 0.151 0.239 0.216 0.223 0.208 0.159 

NMAE(R) 0.05  0.043 0.035 0.055 0.046 0.056 0.07 0.063 0.059 0.046 

NRMSE(M) 0.243  0.213 0.191 0.227 0.221   0.342 0.295 0.345 0.286 0.232 

NRMSE(R) 0.073  0.063 0.048 0.083 0.068 0.081 0.095   0.098 0.081 0.068 

From Table 2 we observe that for most of the houses, the error in the prediction is pretty small (NMAE(M) 
value of ~20%). Finally in Figure 5, we present a comparison of the NMAE(M) values of the different modelling 
algorithm for individual houses. We find that CV-Window works best for most cases, while in a few the KNN 
and SVR algorithms give better results.  

 

Figure 5: Comparison of different modelling techniques 

3.1.3.2 Hot water consumption modelling 

We followed the same approach for modelling the energy consumption due to hot water. However the NMAE 
and the NRMSE value were not satisfactory. We observe the following behaviour in the consumption, which 
may explain the poor results.  

Ideally, the tap water consumption is supposed to follow a spiky behaviour, i.e. on a particular day, the 
consumption value should be high at one or two hours, and low for the rest of the day. However, from the 
data it did not seem to be the case for certain houses and certain period. For example, in house 10 data, we 
find days where the consumption is very high all throughout the day for a span of several days; in house 3, 
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the consumption is zero for all days for a long period of time (may be the meter was off or the occupants 
were not there). We need to know if there were some error in the measurements or the reason (may be 
some event, or other context information) of the anomaly. 

 

Figure 6: Consumption of Hot water along year 2010  

 

Figure 7: Consumption of hot water along the first few days of 2010  
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Figure 6 depicts the consumption of House 10 for year 2010: (x-axis shows hour number starting from 1-1-
2010). Consumption Values from Hour 4838-5550 are nearly 0. A zoomed view of the initial few days is given 
in Figure 7: Consumption of hot water along the first few days of 2010. Values from Hour 1-110, 250-289 and 
330-350 are high; while values from 145-250 are low. Spiky nature observed only in periods between 110-
145 and 289-329.  

For certain houses, the spiky nature was already there (house 4 and house 6), and profiling the consumption 
values on an hourly basis showed that the consumption value was indeed less for certain hours of the day. 
However, for hours where the consumption value is significant, the variance in the values is pretty large. Even 
the variance of the subset of the data for a particular context combination (context is of hour, temperature, 
holiday, season) is large. This again implies that there may be some hidden contexts. From Figure 8, it seems 
that the hot water consumption values at hours 0-4 and 23 are mostly zeroes. 

 

Figure 8: Hot water consumption (y-axis) patterns at different hours of day (x-axis) 

The hot water consumption values at hours 12-15 and 21-22 are also generally less (less than <1000). So 
these values can easily be predicted just by knowing the hour of the day. However, the real issue is predicting 
hot water consumption for hours like 8, 19 etc., where the variance in values is large.  Figure 9 presents the 
histograms for Hour 8 (with all values and with values greater than 100). Even the variance is large when we 
consider values corresponding to some contexts for Hour 8 (as shown in Figures 10 ,11 & 12). 
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Figure 9: Hot water consumption values (>100) with frequency 

 

Figure 10: Hot water consumption variance for particular hour and temperature 

Histogram of Hotwater

Hotwater

Fr
eq

ue
nc

y

0 1000 2000 3000 4000

0
5

10
15

(Hour=8)&(Temp=-5)

Hotwater

Fr
eq

ue
nc

y

0 200 400 600 800

0
2

4
6

8
10



   

D3.1: Consumer modelling and incentives 

 

 

  Page 23 of 84 

 

 

Figure 11: Hot water consumption variance for an hour, season overall holidays 

 

Figure 12: Hot water consumption variance for particular hour, season, temperature over all weekend 
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3.1.4 Conclusions 

In this section, we investigated different machine learning approaches and proposed a context based 
approach to identify and forecast a consumer’s thermal demand. The latter consists an extension of prior 
work on modelling residential power consumption specifically adapted to thermal demand (Chandan et al. 
2014). We showed that the use of a context-based regression approach models the average and individual 
user consumption with high fidelity. The results of the space heating consumption exhibit significant 
accuracy. However, there is some error in the hot water consumption prediction, which we attribute to 
hidden contexts and large variance of the data. In OPTi, we intend to use this context vector based approach 
for modelling the baseline, so that we identify appropriate contextual variables (such as time of day, day of 
week, season, outside temperature, etc.) that explain the historical consumption recorded for the consumer 
in question. 

3.2 CONSUMER MODELLING  

Consumer modelling is increasingly recognised as a crucial factor in tackling with the peak demand problem. 
Typically, it consists of two aspects: 

1. Identifying, understanding and modelling consumer preferences (in terms of energy consumption 
patterns, indoor/outdoor temperature, etc.) 

2. Identifying, understanding and modelling consumer comfort/discomfort that is driven by the 
aforementioned preferences 

The first aspect has received particular attention in recent years and is intrinsically linked to the estimation 
of the baseline consumption profile, i.e. the forecast of the normal behaviour of consumers in terms of 
energy consumption. A thorough analysis of the already existing methodologies in the context of DHC 
systems was presented in Section 3.1 of this document accompanied with a proposed context vector based 
approach that is to be used in OPTi. As for the second aspect, modelling a consumer’s comfort/discomfort is 
being revealed a challenging task. Since the notion of comfort/discomfort is an abstract quantity, it is not 
straightforward how it can be measured and quantified in numerical terms. So far, the concept of utility 
functions is widely used to express the benefit obtained by the end consumers when utilising a service (e.g. 
electricity). More details on the definition of utility functions and other economic terms is provided in Section 
2. 

Our objective is to extend this concept of utility functions to model a consumer’s thermal comfort via a novel 
hybrid approach, which combines theoretical utility functions, available in literature, with statistical analysis 
of data obtained as feedback from the consumers (from the virtual knob). 

3.2.1 Empirical modelling of thermal comfort  

This section describes the methodology that is followed to define the consumer’s thermal comfort model. As 
a prerequisite, our work adopts the categorisation of household devices that is proposed in the widely cited 
work (Li, Chen and Low 2011). According to Li, Chen and Low 2011, the typical household appliances can be 
classified into four types; each type is characterized by a utility function 𝑈𝑖,𝑎(𝑞𝑖,𝑎) that models how much 

consumer 𝑖 values the consumption vector 𝑞𝑖,𝑎 and a set of linear constraints on 𝑞𝑖,𝑎. We briefly describe the 
type of appliances (Li, Chen and Low 2011): 

 Type 1: includes devices that are responsible for setting the temperature of the consumer 𝑖’s 
environment 

 Type 2: contains appliances that consumers are interested in the completion of the task before a 
certain time (e.g. a washing machine). This means that the consumer only cares about the total 
amount of energy consumed by an appliance α over the whole day 

 Type 3: The third category includes appliances that must be on for a certain period of time and for 
which consumers care about how much benefit they can get at each time t (e.g. lighting)  
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 Type 4: The fourth category includes those appliances, for which the consumer cares both for the 
energy they consume at each time of their operation and the total consumption over the entire day. 
Actually, Type 4 can be characterized as a hybrid of Type 2 and Type 3 

As district heating and cooling systems are used to supply both space heating and hot water, their inclusion 
in one of the categories is not apparent. However, given that in the context of OPTi the supply of hot water 
is a non-negotiable load that is not intended to be used in ADR programs, the modelling of consumer’s 
comfort stemming from space heating can be subsumed in the Type 1 of Li, Chen and Low 2011. 

3.2.1.1 Modelling of thermal comfort  

Following Li, Chen and Low 2011, for each consumer 𝑖, we denote as 𝑇𝐿,𝑖,𝑡
𝑖𝑛 and 𝑇𝑖,𝑡

𝑜𝑢𝑡 the temperatures inside 

and outside (ambient temperature) the place that the appliance is in charge of respectively. Furthermore, 𝑇𝑖 
denotes the set of timeslots that customer i cares about the temperature. At each timeslot 𝑡 ∈ 𝑇𝑖  and when 

the temperature is𝑇𝐿,𝑖,𝑡
𝑖𝑛 , customer 𝑖 attains a utility 

𝑈𝐿,𝑖(𝑇𝑖) ≔ 𝑈𝑖(𝑇𝐿,𝑖,𝑡
𝑖𝑛 , 𝛵𝑖

𝑐𝑜𝑚𝑓
) 

The parameter 𝛵𝑖
𝑐𝑜𝑚𝑓

is a constant, which represents the most comfortable temperature for the customer. It 

is assumed that 𝑈𝑖,(𝑇𝐿,𝑖,𝑡
𝑖𝑛 ) is a continuously differentiable, concave function of 𝑇𝐿,𝑖,𝑡

𝑖𝑛 .  The inside temperature 

evolves according to the following linear dynamics: 

𝑇𝐿,𝑖,𝑡
𝑖𝑛 = 𝑇𝐿,𝑖,𝑡−1

𝑖𝑛 + 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝑖 ∗ (𝑇𝐿,𝑖,𝑡
𝑜𝑢𝑡 − 𝑇𝐿,𝑖,𝑡−1

𝑖𝑛 ) + 𝛽𝑖 ∗ 𝑞𝑖,𝜏  (1) 

This formulation models the fact that the current temperature depends on the current power consumed as 
well as the temperature in the previous timeslot. The parameters 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 and 𝛽𝑖 specify the thermal 

characteristics of the appliance and the environment in which it operates. The second term of the equation 
(1) models the heat transfer and the third term models the thermal efficiency of the system, namely 𝛽 > 0 if 
the appliance is a heater and 𝛽 < 0 if the appliance is a cooler.  

Hence, the values of the parameters 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 and 𝛽𝑖 can vary according to the peculiarities of each specific 
house and Type 1 appliances. In order to fine-tune these values to be fitted into the modelling of space 
heating used in the context of OPTi, we define the following optimisation problem.  

3.2.1.1.1 The optimisation problem 

First we assume that for each timeslot 𝑡 under consideration, some initial values of the coefficients 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 

and 𝛽𝑖 are used to compute the inside temperature 𝑇𝐿,𝑖,𝑡
𝑖𝑛  . Moreover, we consider that real values with regard 

to the inside temperature of a consumer’s house (denoted as 𝑇𝑖,𝑡
𝑖𝑛), the ambient temperature (𝑇𝑖,𝑡

𝑜𝑢𝑡), the 

inside temperature of consumer’s house at a previous timeslot (𝑇𝑖,𝑡−1
𝑖𝑛 ) and the consumption values (𝑞𝑖,𝜏)  

are available; hence, the coefficients  𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 and 𝛽𝑖 are computed based on the 𝑇𝑖,𝑡
𝑖𝑛 values. The tuning is 

assumed to be performed on a daily basis for all timeslots during the day. 

min
 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄𝛽𝑖,

∑[𝑇𝐿,𝑖,𝑡
𝑖𝑛 − 𝑇𝑖,𝑡

𝑖𝑛]
2

24

𝑡=1

    (2) 

such that  

    
𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 > 0 

𝛽𝑖 > 0 , If the appliance is used as a heater 

𝛽𝑖 < 0 , If the appliance is used as a cooler 

The updated values of the variables 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 and 𝛽𝑖 based on the solution of the above optimisation 
problem will be used to the definition of the empirical utility function for each consumer 𝑖.  
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Based on (Li, Chen and Low 2011), it is considered in the utility function the distance of the current 
temperature from the temperature that is comfortable for the user. Hence, given a known initial temperature 

𝑇𝑖,0
𝑖𝑛 and a range of comfortable temperatures, the empirical utility function can be parameterized as follows: 

𝑈𝐿,𝑖,𝑡(𝑇𝐿,𝑖,𝑡
𝑖𝑛 ) ∶=  𝑐𝑖 − 𝑏𝑖 ∗ (𝑇𝐿,𝑖,𝑡

𝑖𝑛 − 𝑇𝑖
𝑐𝑜𝑚𝑓

)
2
  (3) 

where bi and ci are positive coefficients. 

3.2.1.1.2 A numerical example 

In this section, we present a numerical example of applying our approach using real consumption data that 
consists of energy consumption for space heating across ten single family households with different 
demographical parameters in Lulea, Sweden for a period of two years (2010-2011), time-logged with a 
resolution of one hour. The results stated in the sequel correspond to data of the period 01/01 -28/02/2010 
for a single house (House 6). 

 

Figure 13: Average heating consumption values (in watt) for House 6 per timeslot (per hour) 



   

D3.1: Consumer modelling and incentives 

 

 

  Page 27 of 84 

 

 

Figure 14: Inside temperature values (in Fahrenheit) for House 6 per timeslot (per hour) 

Figure 13 shows the average heating consumption of House 6 per timeslot, while Figure 14 depicts the values 

of 𝑇𝑖,𝑡
𝑖𝑛, which follow the same pattern, i.e. when the average heating consumption is high the 𝑇𝑖,𝑡

𝑖𝑛 is high as 

well. 

Since the inside temperature is modelled as a linear function of the inside temperature of a consumer’s house 

𝑇𝑖,𝑡
𝑖𝑛, the ambient temperature 𝑇𝑖,𝑡

𝑜𝑢𝑡, the inside temperature of consumer’s house at a previous timeslot 𝑇𝑖,𝑡−1
𝑖𝑛  

and the consumption values 𝑞𝑖,𝜏, by implementing linear regression using the least squares error method to 
solve (2), the values of the variables 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 and 𝛽𝑖 can be estimated. Figure 15 presents the resulting 
values for 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,6 for House 6 per day within the simulated period with an average value of 0.0170.  Figure 

16 shows the respective values for the variable 𝛽6 for House 6. The average value in this case is equal to 
0.0002.  
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Figure 15: Values of 𝒂𝒕𝒉𝒆𝒓𝒎𝒂𝒍,𝟔 for House 6 per day 

 

Figure 16: Values of 𝜷𝟔 per day 

Hence, by applying the proposed approach for each house, the values of variables 𝑎𝑡ℎ𝑒𝑟𝑚𝑎𝑙,𝜄 and 𝛽𝑖 can be 

derived under different context and environmental setups. These will be further used to form the empirical 
utility function for each house in (3) that will participate in a DR event. This function will in turn be fine-tuned 
based on utility values stemming from real field trials, as described in the next section. 
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3.2.2 Data driven modelling exploiting OPTI’s virtual knob  

User thermal comfort preference data would be available in the field trials using the “virtual knob” (please 
refer to deliverable D2.2). We propose to make use of this data to fine-tune the development of the utility 
functions of Section 3.2.1. This approach would involve statistical analysis of data available through the 
virtual knob. Such a knob represents a user-friendly and non-intrusive interface which although would not 
allow consumers to change the settings themselves, but would provide a mechanism to obtain feedback (for 
example happy/unhappy) to indicate their acceptability of a given comfort setting. We believe such a hybrid 
approach of combining theoretical models with real world data is both novel and practical. The details of the 
underlying methodology are provided below.  

As shown in section 3.2.1, the empirical utility function 𝑈𝐿,𝑖,𝑡(𝑇𝑖,𝑡) for user i at time step t is dependent on 

the ambient temperature 𝑇𝑖,𝑡
𝑜𝑢𝑡

  and comfort temperature Ti
comf as in (3), where bi and ci are positive 

coefficients. We assume the utility values are computed at resolution of every hour. The overall idea of using 
the virtual knob is to refine the values of the coefficients bi and ci as obtained by the empirical method by the 
responses of the customers given through the virtual knob. 

We denote by 𝑈𝐷,𝑖,𝑡(𝑇𝑖,𝑡) the utility of the customer i at time step t as determined by the virtual knob. This 
is calculated as follows: consider a set of completed DR events 𝐽𝑡 which occur at time t, for each event 𝑗𝑡 ∈
𝐽𝑡, consumers are characterised by a tuple (𝑇𝑖,𝑗𝑡 , 𝑅𝑖,𝑗𝑡) where 𝑅𝑖,𝑗𝑡  is the response of user 𝑖 at timeslot 𝑡 and 

event 𝑗 via the virtual knob. Note that we assume that if the consumer does not provide any feedback via the 
knob 𝑅𝑖,𝑗𝑡 = 1, otherwise 𝑅𝑖,𝑗𝑡 = 0. Then 𝑈𝐷,𝑖,𝑡(𝑇𝑖,𝑡) is given by the fraction of the DR events at which the 

customer provides a positive (or no) response. For example, if during the timeslot 𝑡, 𝐽𝑡 = 3 DR events were 
conducted, then  𝑗𝑡 ∈ {1,2,3}. We further assume that out of 3 responses, 2 were negative. In other words, 
𝑅𝑖,1 = 1 and 𝑅𝑖,2 = 𝑅𝑖,3 = 0. Correspondingly, we estimate the user’s utility value at timeslot 𝑡, to be given 

by 𝑈𝐷,𝑖,𝑡 = (∑ 𝑅𝑖,𝑗𝑡)/𝐽𝑡 =
𝐽𝑡
𝑗𝑡=1 1/3. 

3.2.2.1 Fine tuning the coefficients  

We can define now the following optimisation problem in order to fine-tune the values of the constant 
variables 𝑐𝑖 and 𝑏𝑖. The constants 𝑐𝐷,𝑖 and 𝑏𝐷,𝑖 are computed based on the 𝑈𝐷,𝑖,𝑡 values. The tuning is 
supposed to be done on a daily basis. On the first day, some initial values of the coefficients 𝑐𝑖 and 𝑏𝑖 are 
used to compute the empirical utility function 𝑈𝐿,𝑖,𝑡(𝑇𝑖,𝑡). The 𝑈𝐷,𝑖,𝑡(𝑇𝑖,𝑡) values are computed based on the 

response of the customer. This is done for all the 24 hours of the day. At the end of day, the variables 𝑐𝑖 and 
𝑏𝑖 are updated based on the solution of the solution of the following optimisation problem. Here 𝜂1 and 𝜂2 
are predefined constants between 0 and 1. 

min
ci,𝑏𝑖

∑ [𝑈𝐿,𝑖,𝑡 − 𝑈𝐷,𝑖,𝑡]
224

𝑡=1    (4) 

such that  

‖ci − cD,i‖ ≤ 𝜂1‖ cD,i‖ 

‖bi − bD,i‖ ≤ 𝜂2‖ bD,i‖ 

 

The updated values of the constant variables 𝑐𝑖 and 𝑏𝑖 based on the solution of the above optimisation 
problem will be used to computed the 𝑈𝐿,𝑖,𝑡 values for the next day. 

Thus in general, the above problem can be considered as an online reinforcement learning process, according 
to which the function in (1) will be minimised when a new set of responses from the consumer’s side is 
available.  We believe this method of incorporating the user response will lead to more meaningful modelling 
of customer utility. 
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Finally, it should be noted that gender aspects are explicitly accounted for in the definition of the inside 

temperature 𝑇𝑖,𝑡
𝑖𝑛, the utility value stemming from the empirical utility function 𝑈𝐿,𝑖,𝑡(𝑇𝐿,𝑖,𝑡

𝑖𝑛 ) and respective 

coefficients included and optimised in this section. 

3.3 THE LIVING LAB METHODOLOGY AND OPTI APPLICATION 

We now provide a “high level” description of how the user interaction for the baseline consumer modelling 
and the economic modelling will be based on the Living Lab methodology. Modelling of baseline energy 
consumption would require real world data on historical consumption, and contextual variables such as 
outside temperature. Secondly, modelling of consumer temperature preferences would require indoor 
temperature of the consumer’s premises, feedback (data collected via the virtual knob), and context data 
similar to that required for modelling baseline consumption. Lastly, modelling of consumer 
comfort/discomfort would require feedback data from the virtual knob in combination with context data.  

Therefore, to summarize, the data, which will be required, includes (i) historical energy consumption data, 
(ii) indoor temperature, (iii) user feedback data, and (iv) context data. However all these data will be collected 
from the houses and hospitals in Luleå and Sampol respectively without altering any in their normal 
functioning. The indoor temperature and other context data will be collected via some sensors, while smart 
meters will be used to measure the consumption of energy.  As described in Section 3.2.2, the customers will 
be requested to provide user-feedback data via the virtual knob. Thus the pilots will continue to function 
normally while the data collection and optimisation will happen simultaneously in the background. The Living 
Lab Methodology will be described in more detail later in the project in the context of WP6. 
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4 INCENTIVES’ MECHANISM DESIGN FOR AUTOMATED DEMAND RESPONSE 

CONTRACTS 

4.1 INTRODUCTION 

Traditionally, power systems are operated on the basis that the supply is adjusted to follow the demand in 
real-time; meaning that the flexibility to maintain balance between supply and demand is mostly provided 
by the generation side, which is dominated by centralised, large-scale power plants (He, Hancher and 
Azevedo 2013). However, the increasing costs for supplying the excess demand resulting from the activation 
of costly back up power generation plants yield to the demand side the capability to provide this flexibility. 
This value and necessity of DR as a means of flexibility has been recognised widely among stakeholders and 
policy makers in Europe (He 2013).  

Nevertheless, even if, in principle, consumers can offer their DR services directly (without the intervention of 
an intermediary), residential and small and medium consumers face several barriers that may lead them to 
choose to participate in DR through a contract signed with the provider or an intermediary. Albeit a demand 
response contract is often included in an energy supply contract, it is differentiated from the latter twofold: 
(i) it is directly referred to the relationship between the consumer, who adapts his consumption in response 
to a signal, and the counterparty that provides the signal (He 2013) and (ii) it distinguishes the amount of 
load that is purchased under the conventional supply contract from the amount of load targeted and utilised 
in DR under the principle of disaggregated billing.  

The literature on the existing types of contracts is already extensive (Borenstein 2005)(Brattle 2011)(QDR 
2006) -a thorough state of the art analysis is presented in the deliverable D2.1; here we only quote five types 
of contracts that could be offered in the energy market: (i) time of use (TOU) pricing, (ii) dynamic pricing, (ii) 
fixed load capping, (ii) dynamic load capping, and (ii) direct load control. For each of these types the 
consumers can either alter their consumption by remaining in total control over the operation of specific 
appliances (voluntary demand response contracts) or can cede the control over specific appliances to the 
counterparty in the contract. These Automated DR (ADR) contracts constitute a step forward in tackling with 
the peak demand problem, as they abolish the uncertainty on the actual load curtailment to be attained by 
the consumer by imposing in a definite manner the terms under which the necessary reductions in the 
demand to the participating consumers will be made, because in order for an ADR program to be attractive 
the contracts terms should be defined a priori. Moreover, the energy providers may (and usually do) offer 
complementary financial incentives in order to compensate consumers for the inconvenience caused by the 
alternations in their consumption schedules, hence induce them to participate. Estimating the appropriate 
amount of incentives needed to motivate consumers to participate in the programs is considered, though, a 
major issue for DR designers. In our opinion, the amount of incentives or the exact way to be employed in 
their calculation should also be part of the terms of an ADR contract, because only thus the user attains a 
complete picture of all terms of the DR program and can decide whether to accept to participate or not.  

In this sense, we present in this section the initial work performed on consumer incentivisation that pertains 
to the context of OPTi and is promptly related to the design of the appropriate incentive mechanisms for ADR 
programs oriented towards DHC systems. A thorough state-of-the-art description can be found in Section 2.3 
of deliverable D2.1: State-of-the-art, scenarios, requirements and KPI. Our work is highly stimulated by the 
optimisation problems identified in the field trials in Lulea, Sweden and defined within the pertinent use 
cases that are described in deliverable D2.1. In particular, we assume the case of an energy provider who 
owns supportive peak load generators, activated only when the base plant production cannot meet the 
excess demand of its customers, i.e. there is an upper threshold of production in each day, above which the 
marginal cost of production is very high due to the activation of supplementary energy based generators. 
Thus, the operator wishes to restrict production below that threshold by provisioning ADR enabled contracts 
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to its consumers. We present below two methodologies that propose certain types of incentive-based ADR 
contracts. We distinguish them by the consumer model applied in each case, namely: 

1. Fixed versus Learning-based Incentives in ADR Contracts (FLIADR): for each consumer there is a 
minimum incentive value that triggers him to participate in DR. This value is nearly fixed, in the sense 
that it varies around a certain parameter characterizing the consumer.  Thus, each consumer is 
assumed to behave rationally and respond to the incentives offered for DR based on the outcome 
of a participation probability defined in Section 4.2.  

2. Net Benefit-based Incentives in ADR Contracts (NBIADR): each consumer  is assumed to act 
rationally by choosing that consumption schedule that maximizes her total Net Benefit as defined in 
Section 4.3. 

Therefore, in the analysis of NBIADR the consumer model is much more detailed compared to FLIADR. 
Indeed, in the former we model the modification of the optimal consumption schedule in the case of 
participation in DR, which leads to estimation of the incentives necessary for the consumer to indeed 
participate, while in the latter we only model directly the total amount of incentives. A detailed comparison 
of the two models is presented in Section 4.4. It should also be noted that if there is some flexibility with 
respect to the upper threshold of total production (contrary to the case of Lulea discussed above), then the 
operator can apply our approach multiple times with alternative values of this threshold, and decide on 
which threshold value is the most beneficial. 

4.2 FIXED VS. LEARNING-BASED INCENTIVES IN ADR CONTRACTS (FLIADR)  

In principle, users are assumed to follow a particular consumption pattern according to their preferences. To 
be encouraged to participate in DR, energy providers offer various types of incentives to compensate users 
for the inconvenience caused to them. However, estimating the appropriate amount of the incentives 
needed to engage them to actively participate in DR is considered a major challenge. This is due to the type 
and amount of information that is necessary for the provider to carry out such an estimation, particularly 
information relating to demographic and consumption characteristics, such as profile of the household, its 
total consumption or consumption at the appliance level etc. The analysis of users’ consumption patterns to 
obtain such information is a critical issue. Any request for reduction and/or shifting of power load in order to 
be successful should be consistent with the type of loads arising in each household, i.e. with the appliances 
used by each user and the constraints imposed by their operation. This of course implies that the provider, 
in order to acquire more detailed information on appliance usage and preferences, either employs the 
appropriate equipment, additionally to the smart meters, e.g. appliance level meters, or invests in different 
non-intrusive load monitoring (NILM) or load disaggregation systems and algorithms. These algorithms allow 
for the derivation of detailed information on appliance usage from data on the total consumption that is 
collected by a smart meter and also for avoiding the additional cost of installing new infrastructure in both 
the provider and the user sides. While this profiling grants for a better and at once realisation as well as for 
a possibly accurate assessment of users' participation probability, users cannot be obliged to participate in 
DR and modify their consumption patterns, but can only be incentivized to reduce or defer consumption 
according to the contracts terms. 

This work focuses on incentive-based ADR contracts offered to residential environments; the contracts can 
be defined in combination with one of the three approaches (two static ones and a learning algorithm), which 
help the energy provider perform DR effectively exploiting information available from profiling and/or result 
from load disaggregation. Our algorithm aims to iteratively explore and exploit at the same time (in 
successive DR events) which incentive to offer in the next event, based on the current estimates of users’ 
participation probability, so that the highest participation rate is achieved and the least possible incentives 
for achieving this participation rate are offered by the provider. In fact, in the course of this process the 
provider may prefer to choose attaining a lower DR participation rate if this is considered more beneficial for 
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him, e.g. according to the required number of users participating in DR (or to the load that should be 
curtailed) or to the trade-off between the participation achieved and the total incentives offered. 

The evaluation of our work is done by means of simulations. To this end, we also develop a parameterized 
environment, which (when fed with appropriate values for certain parameters) can be employed for the 
approximate evaluation of DR performance in practical cases. 

4.2.1 The model 

Consider a set of 𝑁 users (and corresponding households) that are served by a single energy provider and 
are eligible for participation in DR. Each user 𝑖 ∈ 𝑁 is characterised by: 

i. a set of demographic characteristics, e.g. size of family, age, etc.,  
ii. a consumption pattern, which is formed according to his needs and preferences and  
iii. the price of electricity 

To simplify our analysis, we assume that each user 𝑖 ∈ 𝑁 can only belong to one of two categories, to which 
users are categorized on the basis of the above profiling information; the categories are:  

i. elastic (𝑁1), those who are willing to modify their consumption in order to benefit from a discount 
and/or reduced energy prices and  

ii. inelastic (𝑁2), those who are reluctant to participate in a DR program  

How exactly this categorization is done, falls beyond the scope of our work.  

Furthermore, we consider the case of an energy provider who owns supportive peak load generators, 
activated only when the base plant production cannot meet the excess demand of its customers, i.e. there is 
an upper threshold of production in each day, above which the marginal cost of production is very increased 
due to the activation of supplementary energy based generators. Thus, the operator wishes to restrict 
production below that threshold. For that reason she is willing to provide incentives to the consumers among 
the range of[𝑖𝑛𝑐𝑚𝑖𝑛, 𝑖𝑛𝑐𝑚𝑎𝑥], in order to avoid high costs, so that the consumers are convinced to participate 
in an ADR program, i.e. to sign the relevant contract granting the operator the right to control the appliances 
in consumer’s premises and impose a modified consumption schedule whenever he is targeted for DR. 
Therefore, the provider should offer a higher incentive to inelastic users than to the elastic ones in order to 
engage them in signing the contract and enrolling in DR, if this is necessary due to the load that should be 
curtailed. To model user response to the incentives offered for DR, we assume that for each user 𝑖 there is a 
minimum incentive value 𝑡𝑚𝑖𝑛,𝑖,𝑗 that triggers the user to participate in DR, yet not always, as explained later 

in detail. Moreover, for each user belonging to category 𝑁𝑗 , 𝑗 = {1,2}, this minimum incentive is drawn 

separately from the uniform distribution in the interval [𝑎𝑗, 𝑏𝑗], 𝑗 = {1,2}, which is the same for all users in 

𝑁𝑗 , 𝑗 = {1,2}, while its expected value equals  𝑖𝑛𝑐̅̅ ̅̅ 𝑁𝑗
 =  𝑚𝑒𝑎𝑛 (𝑡𝑚𝑖𝑛,𝑁𝑗

) =
𝑎𝑗+𝑏𝑗

2
 . If the provider knows the 

classification of users by means of profiling information, then he can offer initially a different DR incentive 
𝑖𝑛𝑐𝑁𝑗

to each category 𝑁𝑗, 𝑗 = {1,2}. All users of 𝑁𝑗 are then offered 𝑖𝑛𝑐𝑁𝑗
, which is expressed as 

𝑖𝑛𝑐𝑁𝑗
= 𝛼 ∗ 𝑖𝑛𝑐̅̅ ̅̅ 𝑁𝑗

     (1), 

where the parameter 𝛼 is an economic scaling factor that is used to relate the initial incentives to the average 
of the minimum incentive per category. This case is henceforth referred to as Approach 2. If the provider 
does not know the classification of users, then he is assumed to offer the same initial incentive to all users. 
This case is referred to as Approach 1.  However, even under Approach 1, we take that the provider does 
have an estimate of the average 𝑖𝑛𝑐̅̅ ̅̅  of the minimum incentive over both categories (e.g. by means of some 

profiling or historical information regarding user DR behaviour), which in fact equals 
∑ 𝑖𝑛𝑐̅̅ ̅̅̅𝑁𝑗

∗2
𝑗=1 𝑁𝑗

𝑁
, where 𝑁 =

𝑁1 + 𝑁2 is the total number of users. Although this assumption is non-trivial, it is employed so that the 
provider makes a meaningful choice of initial incentives offered per user. Alternatively, if the provider does 
not have any estimate of the average 𝑖𝑛𝑐̅̅ ̅̅ , then he can start with an arbitrary value of the initial incentives 
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and employ the learning algorithm as is. Thus, in our model, after scaling 𝑖𝑛𝑐̅̅ ̅̅  by the economic factor 𝛼, the 
provider offers the following initial incentive to all users of both categories:  

𝑖𝑛𝑐 = 𝑎 ∗  𝑖𝑛𝑐̅̅ ̅̅ = 𝛼 ∗
∑ 𝑖𝑛𝑐̅̅ ̅̅ 𝑁𝑗

∗2
𝑗=1 𝑁𝑗

𝑁
  (2) 

We have assumed that 𝑡𝑚𝑖𝑛,𝑖,𝑗 expresses the elasticity of users and in association with the incentives offered, 

this parameter can be used for the assessment of users’ participation probability. In particular, when the 
incentive exceeds 𝑡𝑚𝑖𝑛,𝑖,𝑗 the participation probability 𝑝𝑖  of this user should be close to 1; of course, the larger 

the incentive, the higher the participation probability. On the contrary, when the incentive is lower than 
𝑡𝑚𝑖𝑛,𝑖,𝑗 this probability should be close to zero. Moreover, in case the provider wishes to provide 

recommendations to the user, the participation probability can be considered to be higher than when no 
recommendations are used. Indeed, for a given amount of incentives a successful recommendation facilitates 
the user’s planning of the consumption schedule based on the proposed reduction. Thus, the user can 
achieve the corresponding DR objective more easily and therefore more often than in the case when no 
recommendation is given. In the sequel, we assume that the participation probability of the users is given by 
the following formula: 

𝑝𝑖 =
𝑒5(𝑦𝑖−1)

𝑒5(𝑦𝑖−1) + 𝑒5(1−𝑦𝑖)
∗ 𝛾    (3) 

The parameter 𝛾 accounts for the fact that the maximum participation probability is higher in the case that 
the provider offers incentives that are attractive enough to induce consumers in signing the contract. In our 
case, it is assumed to take the indicative, values 𝛾 = 1, i.e. that consumers have already agreed in signing 
the contracts that enable their participation in DR. The parameter 𝑦𝑖  is the ratio of the incentive to the 

elasticity parameter of this user 𝑖 ∈ 𝑁, i.e. 𝑦𝑖 =
𝑖𝑛𝑐𝑒𝑛𝑡𝑖𝑣𝑒

𝑡𝑚𝑖𝑛,𝑖,𝑗
, where the variable 𝑖𝑛𝑐𝑒𝑛𝑡𝑖𝑣𝑒 varies according to 

the approach implemented in each case. Therefore, the participation probability given by equation (3) has a 
sigmoid shape with a considerable increase from low to high values when the incentive offered to a user 
exceeds his elasticity parameter 𝑡𝑚𝑖𝑛,𝑖,𝑗. We choose to multiply 𝑦𝑖 − 1 in the exponent by 5, as the resulting 

curve is steep but not very much, meaning that the participation probability does not increase or decrease 
very sharply. We have not taken 𝑡𝑚𝑖𝑛,𝑖,𝑗 as a strict threshold, to allow for some uncertainty in user 

participation. However, we still refer to this parameter as the minimum incentive.  

4.2.2 Effective incentive allocation 

We present below three approaches 𝑘 = {1,2,3} that can be combined with the contracts. Each approach 
follows a different strategy for providing incentives. The third approach is a learning algorithm aiming to 
assist the energy provider in deducing information about users’ preferences in a dynamic manner and thus 
increasing the participation rate, by effectively allocating the incentives to be offered. The purpose of this 
algorithm is to grant the provider with additional knowledge concerning the trade-off between the amount 
of money used for incentives and the DR participation that can be achieved. Overall, the basic idea of the 
algorithm is to gradually exploit the available information in order to attain an efficient participation rate in 
conjunction with an efficient incentives allocation scheme. The approaches begin with the minimum 
information available to the provider. After each approach, the provider is assumed to enrich his knowledge 
of the monetary incentive preferences of each user, so that the maximum participation rate is achieved.  

4.2.3 Approach 1: DR with a single unified incentive 

In this approach we consider that any prior information about the participation of users is either unknown 
to the provider, or ignored. Hence, the implemented DR program utilises the incentive defined in (2). The 
objective of the provider is to extract knowledge of the users’ elasticity from their participation. After the DR 
program is executed, the provider identifies the set of users that participated in DR as 𝑍1, 𝑍1 ⊂ 𝑁 and 
estimates the total participation rate 𝑃𝐴𝑅1 = 𝑍1 𝑁⁄ . The approach consists of independent runs, each 𝑟 
corresponding to a DR event. 
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4.2.4 Approach 2: DR using participation information and common incentive per category 

Suppose that the provider by leveraging the demographic characteristics of users and the participation 
information from the previous approach generates better users’ profiles with regard to their elasticity 
characteristics. Thus, utilising this information, the provider deploys DR offering to each category the same 
incentive as in (1). In this case, we denote as 𝑍2,𝑗 the set of users that participated in the DR and as 𝑃𝑎𝑟2,𝑗 =

𝑍2,𝑗 𝑁𝑗⁄  the participation rate for each category. The total participation rate equals 𝑃𝐴𝑅2 = ∑ 𝑍2,𝑗
2
𝑗=1 𝑁⁄ . 

The approach consists of independent runs, each 𝑟 corresponding to a DR event. 

4.2.5 Approach 3: Effective incentive allocation using learning of customised incentives 

This approach can be defined as an extension of both the first and the second approach. We refer to them 
as Approach 3.1 and 3.2 respectively. The provider utilises the rate of participating users as input. The aim is 
to extract information concerning the minimum incentive 𝑡𝑚𝑖𝑛,𝑖,𝑗 of each user 𝑖 ∈ 𝑁𝑗 in a dynamic way and 

employ it in a subsequent DR event. In particular, the approach consists of independent runs, each 𝑟 
corresponding to a DR event (the first iteration is essentially an execution of either the first or the second 
approach). We introduce two parameters 𝛿 and 𝛿′ that denote the amount of decrease and increase in the 
incentives offered. Their values are chosen to be quite small and fixed, so that there is limited dispersion of 
the resulting incentive values to be offered between the participating and non-participating users with similar 
values of 𝑡𝑚𝑖𝑛,𝑖,𝑗.  

Table 3 describes briefly the steps followed. In particular, given the outcomes of the previous approaches as 
starting points, at each subsequent 𝑟, the provider sorts the set of users (and in each category) in ascending 
order, so that users with the lowest thresholds to be investigated first, and the total amount of money spent 
to not increase rapidly. Then he reduces (resp. increases) the amount of incentives by 𝛿 to the participating 
users resp. (resp. 𝛿′ to the non-participating users). Reducing gradually the incentive of the users that 
participated in the first and second approach resp. allows for exploring (learning) their minimum incentive 
𝑡𝑚𝑖𝑛,𝑖,𝑗 without affecting their participation. If the new reduced incentive is lower than the minimum 

incentive available by the provider, then the minimum incentive is offered. In this way the provider ensures 
the participation of those consumers with the lowest 𝑡𝑚𝑖𝑛,𝑖,𝑗, as the benefit that they obtain is higher than 

their utility valuation of this amount of reduction. If in some iteration a user is not engaged with the new 
reduced incentive, then he is offered the same incentive for the next iteration as well, in order to confirm 
whether non-participation depends on the randomness of (3) or is due to the low incentive offered. In such 
a case, users that do not participate for two subsequent times are marked as “Discovered” and in following 
iteration they are offered the incentive by which they participated the last time. 

Each initially non-participating user is given an incentive increased by 𝛿′ = 2𝛿 in order for the provider to 
gradually approach this user’s 𝑡𝑚𝑖𝑛,𝑖,𝑗. If the new increased incentive is higher than the maximum incentive 

to be supplied by the provider, then the maximum incentive is offered. Given that the provider does not have 
knowledge on the cause of consumers’ non-participation, by imposing a maximum threshold on the 
incentives to be provided, she ensures that the consumers will behave rationally and truthfully. Otherwise, 
consumers would choose not to participate for consecutive iterations in order to achieve a higher increase 
of the incentive. The process continues until 𝑡𝑚𝑖𝑛,𝑖,𝑗 is indeed reached and the user is marked as 

“Discovered”. However, if a user does not participate when given the new incentive, we keep this incentive 
for next iteration. If this user still does not participate for this iteration, we increase his incentive by 𝛿′ = 2𝛿.   

Therefore, under this approach, the provider observes dynamically users’ response to DR incentives offered 
until each user is given roughly the minimum amount of incentives that can lead him to a high participation 
probability. Thus, the algorithm both ensures consistently successful DR events in the intermediate iterations 
and improves gradually the participation rate, until the maximum participation is reached with the minimum 
total amount of DR incentives. Note that to maintain consistently successful DR events, we are more 
conservative in reducing an incentive value that proved to be effective than in increasing one that was not, 
for which a larger step is employed. 
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Table 3: Mining the minimum threshold 𝒕𝒎𝒊𝒏,𝒊,𝒋 for 𝒌 = 𝟑 

Step 1: Define the initial incentive to be offered either according to Approach 1 or according to Approach 
2. 

Step 2: Sort all users (Approach 1) and users in each category (Approach 2) in ascending order of 𝑡𝑚𝑖𝑛,𝑖,𝑗. 

For each iteration 𝑟: 

Step 3: Examine users one by one (for more details refer to the text of Subsection 3.2.2.5).  

Step 3a: Reduce the incentive value for each of the participating users by 𝛿: 𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,1 = 𝑖𝑛𝑐𝑒𝑛𝑡𝑖𝑣𝑒 − 𝛿 

 If 𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,1 < 𝑖𝑛𝑐𝑚𝑖𝑛, then 𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,1 = 𝑖𝑛𝑐𝑚𝑖𝑛 

Step 3b: Increase the incentive value for each of the non-participating users by 𝛿′: 𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,2 =

𝑖𝑛𝑐𝑒𝑛𝑡𝑖𝑣𝑒 + 𝛿′ 
 If 𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,1 > 𝑖𝑛𝑐𝑚𝑎𝑥, then 𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,1 = 𝑖𝑛𝑐𝑚𝑎𝑥 

Step 4: Set 𝑖𝑛𝑐3,𝑖,𝑗 =  𝑖𝑛𝑐𝑛𝑒𝑤,3,𝑟,𝑗 and mark user 𝑖 as “Discovered”. The algorithm terminates, when 

changes in the 𝑖𝑛𝑐3,𝑖,𝑗 , ∀ 𝑗 = {1,2} do not affect users’ state, i.e. users do not change from participating to 

non-participating.  

Step 5: Compute for each category 𝑗 = {1,2} the percentage of participation 𝑃𝑎𝑟3,𝑟,𝑗 =
𝑍3,𝑟,𝑗

𝑁3,𝑗
  and total 

participation rate 𝑃𝐴𝑅3,𝑟,𝑗 =
∑ 𝑍3,𝑟,𝑗

2
𝑗=1

𝑁
 , where 𝑍3,𝑟,𝑗 is the set of users that participated in the DR. 

4.2.6 Experimental evaluation 

This section presents our evaluation results. We assume a set 𝑁 = 60 users. 𝑁1, 𝑁2 are the subsets of elastic 
and inelastic users, for each of which the parameter 𝑡𝑚𝑖𝑛,𝑖,𝑗 is drawn from the uniform distribution within 

the range of [2,6] and [6,10] resp. Users are assumed to be asymmetrically partitioned with more inelastic 
users (75% of total users), as it is considered more challenging to identify 𝑡𝑚𝑖𝑛,𝑖,𝑗 for those users and achieve 

higher participation. For the decrement 𝛿 a small value of 0.1 is taken, while the increment 𝛿′ is taken 𝛿′ =
2𝛿. The providers’ incentive range is defined as [4,8]. When evaluating the various approaches, we should 
keep in mind that users’ behaviour in terms of participation is not fully predictable and depends on the 
probability defined in (3). Therefore, for all approaches, we measure the average participation rate for each 
of several iterations over a set of multiple independent runs of the experiment. 

Figure 17 depict the results for the static Approach 1 for thirteen values of the economic scaling factor 𝛼, for 
each of which the average participation over 40 iterations for each of the 30 independent runs is presented. 
We observe that in general the lower the value 𝛼 and thus the initially offered incentives, the less the 
(average) participation. Note that despite the stochastic modelling of users’ participation in (3), the average 
participation rate is monotonic as intuitively expected. The use of profiling information in Approach 2 in 
general leads to higher levels of participation than for Approach 1 (Figure 17) for all values of the scaling 
factor 𝛼. However, Approach 2 results in providing higher total amount of incentives (Figure 20) relative to 
Approach 1 as depicted in Figure 19. This can be attributed to the fact that by offering different incentives 
per category of users, Approach 2 succeeds in inciting almost all inelastic users, whose by assumption the 
value of 𝑡𝑚𝑖𝑛,𝑖,𝑗 is greater than the respective value of the elastic users. 
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Figure 17: Approach 1. Average participation per DR event per 𝜶 

 

 

Figure 18:  Approach 2. Average participation per DR event per 𝜶 
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Figure 19: Approach 1. Average total cost per DR event per 𝜶 

 

 

Figure 20:  Approach 2. Average total cost per DR event per 𝜶 

For the dynamic Approach 3, we examine and compare both possible ways of its implementation, i.e. as 
extension of the static Approaches 1 and 2. Thus, for both Approaches 3.1 and 3.2 and for 𝛼 = 1.8, we 
simulate 30 independent runs, with 40 iterations each.  

Figure 21 and Figure 22 indicate that both variations of Approach 3 converge to high average participation; 
Approach 3.1 achieves the highest possible participation (100%). In addition, users are being discovered 
gradually as the algorithm converges. Actually, Approach 3.1 manages to discover fewer users (53 out of 60) 
in contrast to Approach 3.2 (55 out of 60). However, the key difference lies in the total amount of money 
spent. For attaining a specific number of participating users, Approach 3.2 (Figure 24), which employs 



   

D3.1: Consumer modelling and incentives 

 

 

  Page 39 of 84 

 

classification in setting the initial incentives, utilises less money than Approach 3.1 (Figure 23). This can be 
justified by the fact that the initial incentive per category of users in Approach 3.2 is closer to 𝑡𝑚𝑖𝑛,𝑖,𝑗; hence 

the participating users are offered from the start incentives that are more likely to be both effective and close 
to their real values of 𝑡𝑚𝑖𝑛,𝑖,𝑗.  Therefore, it is really beneficial for the provider to utilize profiling information 

under Approach 3, enabling him to offer an appropriate initial incentive per category.  

 

 

Figure 21: Approach 3.1. Average participation per DR event for 𝜶 = 𝟏. 𝟖 

 

 

Figure 22: Approach 3.2. Average participation per DR event for 𝜶 = 𝟏. 𝟖 

In addition, by sorting users in ascending order of 𝑡𝑚𝑖𝑛,𝑖,𝑗, under both Approaches 3.1 and 3.2, the algorithm 

avoids selecting at the beginning the inelastic users requiring a higher incentive to participate. In essence, in 
this manner the learning algorithm attempts to minimise the amount of money to be spent for incentives at 
each given level of participation rate. Thus, in its successive iterations, the algorithm produces a set of 
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possible incentive allocations that attain different participation rates with nearly the minimum possible total 
amount of money for DR incentives. The provider can decide on when to stop trying to learn the required 
incentives of more users depending on his objectives for participation rate and/or total money to be spent. 

 

 

Figure 23: Approach 3.1. Average total cost per DR event for 𝜶 = 𝟏. 𝟖 

 

 

Figure 24: Approach 3.2. Average total cost per DR event for 𝜶 = 𝟏. 𝟖 

Although the advantages of the learning algorithm in conjunction with the exploitation of the profiling 
information are apparent, it is not yet clear whether this learning procedure – implemented either as 
extension of Approach 1 or Approach 2 – outperforms the static Approaches 1 and 2. 
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Figure 21 and Figure 23 reveal that for α = 1.8, Approach 3.1, when evaluated against the static Approach 1, 
leads to better results in terms of the total cost stemming from the incentives offered, while accomplishing 
approximately similar levels of average participation (see Figure 25 and Figure 28). This means that if the 
users were to choose, they would choose that contract according to which the static Approach 1 is galvanised, 
as the incentives that they are given may be greater than their 𝑡𝑚𝑖𝑛,𝑖,𝑗; this is the case mostly for the elastic 

users.  

 

Figure 25: Approach 1. Average total cost per DR event for 𝜶 = 𝟏. 𝟖 

 

 

Figure 26: Approach 1. Average participation per DR event for 𝜶 = 𝟏. 𝟖 
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Similar to the aforementioned outcomes, the use of profiling information plays a key role, since it results in 
the extraction of more detailed and accurate knowledge of users’ threshold. We observe here as well the 
trade-off between the participation rate and the total money spent for this level of participation with 
Approach 3.2 (Figure 24) ultimately requiring a smaller total amount for incentives than Approach 2 (Figure 
27). Nevertheless, as it was explained before, the provider would be better off, in this case as well, when 
proposing incentive-based contracts, which implement the learning algorithm, avoiding thus the risk of 
deliberate non-participation of the users aiming at continuous increase of the incentive to be provisioned in 
such extent that falls beyond their  𝑡𝑚𝑖𝑛,𝑖,𝑗. It is not obvious, though, whether this effort of avoiding the 

untruthful strategy of users’ decision making on the participation, when implementing one of the static 
approaches (Approach 1 and 2), justifies the investment in extra monitoring infrastructure or the utilisation 
of load disaggregation algorithms in order for the provider to obtain additional knowledge on the profiling of 
the users so that the learning algorithm to be implemented. This is a decision entirely up to the provider to 
be taken. 

 

 

Figure 27: Approach 2. Average total cost per DR event for 𝜶 = 𝟏. 𝟖 
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Figure 28: Approach 2. Average participation per DR event for 𝜶 = 𝟏. 𝟖 

4.2.7 Conclusions 

In this work, we have introduced and evaluated three approaches (two static ones and a learning approach) 
that help the energy provider design incentive-based ADR contracts effectively exploiting information 
available from profiling and/or result from load disaggregation. In particular, the learning approach is applied 
in successive DR events arising during the period covered by the contract, aiming to explore and at the same 
time exploit the minimum acceptable incentives that motivate each user to participate in DR. Our study 
focused on incentive-based DR programs offered to residential environments. We have assumed two 
categories of users, namely elastic and inelastic, which are asymmetrically partitioned with more inelastic 
users (75% of total users). Our simulations reveal interesting insights on the impact of the use of profiling 
information on users’ participation in DR programs and on the effective allocation of the DR incentives that 
the provider is planning to provide. 

In particular, in the case of the static Approaches 1 and 2, it turns out that using profiling information to offer 
customised incentives per category of users on the one hand results in higher participation rates, but on the 
other hand it yields higher total amount of incentives offered. Moreover, Approach 3 employs a learning 
algorithm in order to discover the minimum acceptable incentive for each user, in the sense that the user 
will participate with a high probability when offered this incentive but with considerably lower probability if 
offered a somewhat lower incentive. After the first two iterations, and by starting with those users that are 
characterised by the lowest incentives accepted so far, the learning algorithm explores and discovers the 
lowest acceptable incentives for an increasing subset of the users until the maximum participation is 
attained. Thus, after a few iterations, in each DR event the algorithm attains a DR participation rate by using 
incentives nearly at the minimum of the corresponding amount of money required for achieving this rate. 
The specific DR program to be applied in subsequent events depends on the DR participation rate that the 
provider aims to achieve and on the amount of money he wishes to spend for this purpose. Thus, this 
selection depends on the significance for the provider of the participation of additional users in conjunction 
with the total incentives to be offered, given the provider's objectives on the load to be curtailed and 
operational constraints, if any.  

One should keep in mind that for the static Approaches 1 and 2, the provider’s budget plays a significant role 
on users’ participation, since in general the higher the value of incentives offered, the higher the 
participation. Under Approach 3, given the mix of users (elastic vs. inelastic) and the value of 𝑎, the 
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participation increases in each DR event. The use of profiling information plays a key role, since it results in 
the extraction of more detailed and accurate knowledge of users’ threshold. Nonetheless, the trade-off 
between the participation rate and the total money spent for this level of participation, which results from 
the comparison of the static Approaches 1 and 2 and their respective extensions (Approach 3.1 and 3.2), 
established an interesting dilemma for the provider. In particular, the provider should decide upon whether 
the savings of the provider in terms of total incentives offered by implementing one of the dynamic 
Approaches 3.1 and 3.2 rather than the static ones would suffice to justify the investment in extra monitoring 
infrastructure or the utilisation of load disaggregation algorithms in order to obtain additional knowledge on 
the profiling of the users. 

It should also be noted that the introduction of parameter γ in our model offers an interesting new possible 
use of our approach. Indeed, by employing different values of γ close to real life conditions, the algorithm 
can serve as a tool for assessing the impact on the improvement of participation and of the trade-offs arising 
when different ADR contracts are provided that are accompanied with various incentives and possible 
recommendations by the provider on the load curtailment and/or shifting of specific appliances. This can be 
considered as an interesting direction of future work based on the results stemming from real-life trials, 
through which the provider can appraise whether and to what extent the provision of more specific 
recommendations leads to higher participation of users in DR.  Another possible direction as a future 
extension includes considering budget constraints, with regard to the total amount of incentives to be 
offered, from the provider’s side. In this way, the provider is confronted with cases, whereby the aim is to 
accomplish the maximum participation rate subject to the aforementioned restrictions. Such a problem could 
be interpreted as a targeting problem. 

4.3 NET BENEFIT BASED INCENTIVES IN ADR CONTRACTS (NBIADR) 

4.3.1 Introduction 

In this section, we build on previous work (Chandan et al., 2014), which deals with incentives for single DR 
events, and present a methodology for designing efficient contract-based ADR programs taking into account 
consumers’ preferences and external context, e.g., the weather. We design ADR programs according to which 
consumers are both compensated for a specified amount of energy curtailment and assigned an optimal 
schedule, using a consumer net benefit maximization approach. Such programs can be applied by an energy 
provider to serve the demand up to an upper threshold 𝑄𝑠 of daily electricity capacity, above which the 
marginal cost of supplying is much higher. Although it is common for providers in various countries and 
contexts of operation to cope with such a situation, our work is motivated by the realisation of this setting 
that is encountered in the residential trials in Lulea, Sweden. 

In particular, the key scientific contributions of this work are:   
1. A novel, yet simple and theoretically justified approach to determine the value of incentives to be 

offered to a consumer in an incentive compatible contract, so that he is incited to opt-in ADR, based 
on the assessment of each consumer’s net benefit loss.  

2.  An algorithm to select the optimal set of consumers to be targeted for DR and two accompanying 
policies that restrict the discomfort caused to consumers, thus attaining some fairness among them. 
One of the policies was introduced in Chandan et al., 2014 and restricts the imposed reduction in 
consumption. The other policy is innovative and restricts the reduction in consumer’s utility due to 
DR.  

We evaluate and compare these policies, using a small real-world dataset, and assess the applicable trade-
offs, e.g. the new policy for targeting consumers leads to lower total incentives offered by the provider to 
attain the goals of the DR program. 
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4.3.2 The model 

We consider a set of  households served by a single energy provider. Households have already signed 
contracts, according to which, when targeted for DR, they give up control of specific appliances. Thus, we 
henceforth view each household as a single consumer that collaborates with the utility as agreed. Our basic 
timeframe in which DR is applied is a single day divided into timeslots (say 24 hours or 4 6-hour periods), 
indexed as 𝑡 ∈ 𝑇 ≔ {1,2,… , 𝑇}. This day corresponds to a known context; e.g. warm summer weekday.  

4.3.2.1 The Consumers 

Each consumer 𝑖 operates a set of appliances 𝐴𝑖  such as air conditioning, refrigerator, television etc. For each 
appliance 𝑎 ∈ 𝐴𝑖 of consumer 𝑖 we denote by 𝑞𝑖,𝑎,𝑡 its power consumption during timeslot 𝑡 and by 𝑞𝑖,𝑎⃗⃗ ⃗⃗ ⃗⃗  the 

vector (𝑞𝑖,𝑎,𝑡, ∀𝑡 ∈ 𝑇) of power consumptions, all applying for the day considered. Each consumer  is 
characterized by the following, all of which correspond to the context of the day considered:  

 Utility: In each timeslot 𝑡, consumer 𝑖 attains a utility 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,𝑡) from consuming 𝑞𝑖,𝑎,𝑡 on appliance 
𝑎.  

 Charging tariff: At each timeslot 𝑡, consumer 𝑖 is charged according to a given price 𝑝𝑡, which 
corresponds to the per unit of consumption charge and is previously announced by the provider. For 
simplicity we assume that  𝑝𝑡 is common for all consumers, but may depend on the time-of-day.  

 Optimal Consumption: Consumer 𝑖 has an optimal daily consumption vector and an associated 
optimal consumption 𝑄𝑖  for the day considered. Following the approach of Chandan et al. 2014 (and 
other articles of course), we assume that these are derived by maximizing the total net benefit of the 
consumer; see below.  

To express the total utility, i.e. the total satisfaction experienced (or the total value acquired) by a consumer 
when operating a set of specific appliances, as a function of his overall daily consumption pattern 𝑞𝑖,𝑎⃗⃗ ⃗⃗ ⃗⃗ , we 
follow the methodology of Chandan et al. 2014. In particular, the utility for each appliance is modeled 
according to the categorization of appliances by Li, Chen and Low 2011 and the corresponding utility 
functions introduced therein, which are continuously differentiable concave functions of 𝑞𝑖,𝑎,𝑡. Concavity is 

in line with diminishing additional satisfaction from an additional unit of energy, as the total consumption 
increases. Furthermore, the total utility attained is the weighed sum of the per appliance utilities; note that 
𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,𝑡) as defined above incorporates the weight assigned by consumer  to appliance . Summing 
these 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,𝑡) for the various appliances and timeslots, we obtain the total daily utility. Given that the 

energy tariff scheme is known and declared above, each consumer  is assumed to act rationally by choosing 
that consumption schedule that maximizes his total Net Benefit (𝑁𝐵𝑖), i.e. the utility gained minus the 
monetary charge. 

Consumer 𝒊’s objective (max net benefit):  

 argmax
𝑞𝑖,𝑎⃗⃗ ⃗⃗ ⃗⃗  ⃗

∑ ∑ 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,𝑡)𝑎∈𝐴𝑖𝑡∈𝑇 − ∑ 𝑝𝑡𝑄𝑖,𝑡𝑡∈𝑇   (1)         

Where 𝑄𝑖,𝑡 = ∑ 𝑞𝑖,𝑎,𝑡𝑎∈𝐴𝑖
. We denote also as 𝑈𝑖,𝑡  (𝑄𝑖,𝑡) =  ∑ 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,𝑡)𝑎∈𝐴𝑖

 the utility obtained by 

consumer 𝑖 from the consumption over all appliances in timeslot 𝑡 and as 𝑈𝑖  (𝑄𝑖) =  ∑ 𝑈𝑖,𝑡(𝑄𝑖,𝑡)𝑡∈𝑇  the total 
utility obtained from the consumption over all timeslots. Note that both utility and net benefit are expressed 
in monetary units.  

4.3.2.2 The Energy Provider 

We consider the case of an energy provider who owns supportive peak load generators, activated only when 
the base plant production cannot meet the excess demand of its customers. In particular, we assume that 
there is an upper threshold 𝑄𝑠 of electricity production in each day, above which the marginal cost of 
production is very increased due to the activation of supplementary energy based generators. Thus, the 
operator wishes to restrict production below 𝑄𝑠. Regarding production cost, we assume that the provider is 
characterized by a cost function 𝐶(𝑄), where 𝑄 = ∑ 𝑄𝑖𝑖∈𝑁  and 𝑄𝑖 = ∑ 𝑄𝑖,𝑡𝑡∈𝑇 . The function specifies the 
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cost for the energy provider to provide a daily 𝑄 amount of power. We assume that the cost function 𝐶(𝑄) 
is convex and increasing in 𝑄  as long as 𝑄 ≤ 𝑄𝑠. Note that in general the cost of operating the basic power 
plant should be estimated per timeslot 𝑡 rather than on a daily basis. Also, the production upper threshold 
should be taken to apply for each timeslot. In our setting, for simplicity we only consider the daily constraint 
of 𝑄𝑠, which is less restrictive, as well as a daily total production cost. These assumptions apply e.g. when the 
provider possesses some storage capabilities. 

As the energy provider aims to limit the production below the threshold 𝑄𝑠, he may have to resort to DR, to 
limit consumers’ total daily demand accordingly. S Since this threshold is strict, automated DR, which imposes 
surely the necessary reductions in the demand to the targeted consumers, is the most appropriate approach. 
Whenever a DR event is necessary (see Section IV), the provider has to solve the following optimisation 
problem: 

Energy Provider’s objective:  

argmax
𝑞𝑖,𝑎⃗⃗ ⃗⃗ ⃗⃗  ⃗

∑∑𝑝𝑡𝑄𝑖,�̂�

𝑡∈𝑇𝑖∈𝑁

− 𝐶(∑𝑄�̂�)

𝑖∈𝑁

− ∑𝐼𝑖
𝑖∈𝑁

     (2)   

 such that  

∑ 𝑄�̂�𝑖∈𝑁 ≤ 𝑄𝑠                  (3)       

where 𝑄�̂� = ∑ 𝑄𝑖,�̂�𝑡∈𝑇 . Recall that 𝑄𝑖,𝑡 denotes the unconstrained total consumption of consumer  if no 
reduction is imposed, while we use “hat" to denote the new consumption schedules after the reductions in 
demand are enforced by the provider to selected consumers targeted for DR. Also, 𝐼𝑖 denotes the incentives 
offered to consumer  if targeted for this DR event. In cases where the constraint on the total demand (3) 
holds with equality (which we will assume when applying the targeting algorithm presented below) both the 
total revenue and the total cost of the provider are fixed. Therefore, the optimal boundary solution of (2) is 
that of the problem of minimizing the total incentives, i.e.:   

argmin
𝐼𝑖

∑ 𝐼𝑖𝑖∈𝑁                           (4)  

Note that, as explained below, the incentives are already prescribed in the contracts, and in fact they should 
be defined in such a way that the consumers accepting the contracts are adequately compensated whenever 
targeted for DR. Therefore, the above problem amounts to targeting for DR the consumers needing the least 
total incentives to meet the threshold on the total demand. In fact, the provider should verify that the cost 
savings attained due to DR exceed the losses due to the incentives and to selling less energy.   

4.3.3 Incentives and targeting policies  

In this section, we specify (i) the DR incentives that should be included as terms in the contracts of the 
consumers engaged in DR and (ii) which consumers should be targeted in a day where DR is necessary for 
the provider.  To achieve these we make the following assumptions; within the time horizon of a day, for 
which DR planning is to be performed, the consumers can shift load between different slots. However, they 
cannot shift load between different days, since by assumption consumers are characterized by an optimal 

consumption per day, which they choose for themselves as a result of maximixing their net benefit  as 

per (1). Hence, any deviation from this consumption is bound to reduce the net benefit obtained by the 
consumer. In fact, in the case of DR, a targeted consumer is mandated to consume less than his optimal daily 
quantity. This results in a lower net benefit as well as in a utility value too, due to the inconvenience caused 
to him. To this end, in order for a consumer to be convinced to participate in an ADR program, i.e. to sign the 
relevant contract granting the operator the right to control the appliances in consumer’s premises and 
impose a modified consumption schedule whenever he is targeted for DR, the provider should offer him 
monetary incentives that correspond to his loss of net benefit. Thus, rational consumers would become 
indifferent to the changes in their consumption. In other words, the incentives offered to consumers should 
equal their total net benefit loss due to the reduction in consumption: 

i

i
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 𝐼𝑖 = 𝑁𝐵𝑙𝑜𝑠𝑠𝑖 − 𝑁𝐵𝑖
̂         (5)  

where 𝑁𝐵𝑖
̂ < 𝑁𝐵𝑖. Note that 𝑁𝐵𝑖

̂  expresses the net benefit obtained by consumer 𝑖 under the new 
consumption schedule, that is, after the reduction in demand is imposed by the energy provider. . Thus, the 
provider should endeavor DR contracts that are incentive compatible, i.e. they serve the interests of both the 
consumer and the provider, both of whom are better off and thus have the incentive to adopt the contract. 
Moreover, as already explained a targeted user also incurs a loss in utility. Hence, the ADR contract should 
also guarantee limits to the possible inconvenience. Therefore, we conclude that in order for ADR to be 
attractive to users, the contract terms should specify beforehand (i) the incentives’ calculation methodology, 
and particularly that whenever targeted for DR the consumer will be compensated the amount equal to the 
loss of net benefit caused, and (ii) the maximum possible reduction in the inconvenience, about which we 
consider two different policies below.  In particular, the provider can either enforce a maximum percentage 
reduction in consumption 𝜂𝑚𝑎𝑥𝑞

  that can be imposed to each of the targeted consumers, or alternatively 

define the maximum reduction in utility 𝜂𝑚𝑎𝑥𝑢
 suffered per targeted consumer. 

The provider now is faced with the following situation. He is assumed to have determined in advance the 
maximum amount of energy 𝑄𝑠 that he can supply; he charges consumers with price 𝑝𝑡 per unit of 
consumption and maintains knowledge (either full or limited) of the total power demand 𝑄𝑖  of the vector of 

optimal consumption 𝑄𝑖 ≔ {𝑄𝑖,𝑡 , ∀𝑡 ∈ 𝑇}  and of the utility function of consumer 𝑖, 𝑈𝑖,𝑡
⃗⃗ ⃗⃗ ⃗⃗ (𝑄𝑖,𝑡) ≔

{𝑈𝑖,𝑡(𝑄𝑖,𝑡), ∀𝑡 ∈ 𝑇}. 

The consumers, which are likely to be targeted, are those that have already signed contracts with the 
provider, which include their enrollment in an ADR program and grant permission for their election in order 
to be targeted for DR. The terms of these contracts are defined as above, so that they are incentive 
compatible. For simplicity, we henceforth assume that all consumers have signed such contracts, and are 
eligible to be targeted.When it is predicted that the total demand will exceed the threshold 𝑄𝑠, the energy 
provider activates the ADR programs and resorts to targeting a subset of the consumers in order to offer the 
minimum total incentives to restrict total demand at or below 𝑄𝑠, while also abiding with the terms of the 
signed contracts. To this end, the provider should employ the corresponding selection algorithm associated 
with each of two policies described in the sequel. 

4.3.4 Policy 1: Constrained reduction in consumption 

Here, the provider defines a priori the maximum percentage reduction in consumption 𝜂𝑚𝑎𝑥𝑞
, as a fraction 

of consumers’ optimal consumption 𝑄𝑖 , 𝑖 ∈ 𝑁. To simplify our discussion, we assume that 𝜂𝑚𝑎𝑥𝑞
 is the exact 

percentage reduction to be imposed to each targeted consumer. Then, by applying Algorithm NBIADR the 
set of consumers to be targeted is extracted. The main idea is that the consumers are targeted in increasing 
order of the incentives (i.e., reduction in net benefit) per unit of consumption reduction applicable for this 
value of 𝜂𝑚𝑎𝑥𝑞

. 

 

Algorithm NBIADR: Consumer Selection 

STEP 1: Define the required reduction to be achieved as: 

𝛥𝑄 = ∑ 𝑄𝑖𝑖∈𝑁 − 𝑄𝑠         (6)            

Continue only if this is positive. 

STEP 2: For each consumer 𝑖 define the reduction in consumption as a percentage of the optimal 

consumption 𝛥𝑄𝑖 = 𝜂𝑚𝑎𝑥𝑞
𝑄𝑖; also define the new consumption ’s upper threshold as 𝑄�̂� = 𝑄𝑖 −

𝛥𝑄𝑖   to be consumed. 
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STEP 3: For each consumer 𝑖 find 𝑄�̂� and the vector {𝑄𝑖,�̂� , ∀ 𝑡 ∈ 𝑇} that maximizes his 𝑁𝐵𝑖
̂ , i.e. for 

each consumer 𝑖 solve:  

argmax
𝑞𝑖,�̂�
⃗⃗ ⃗⃗ ⃗⃗  ⃗

∑ ∑ 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,�̂�)𝑎∈𝐴𝑖𝑡∈𝑇 − ∑ 𝑝𝑡𝑄𝑖,�̂�𝑡∈𝑇       (7)           

such that  

∑ ∑ 𝑞𝑖,𝑎,�̂�𝑎∈𝐴𝑖𝑡∈𝑇 = 𝑄�̂�       

 

STEP 4: For each consumer 𝑖: a) calculate the net benefit loss as per (5)  b) set the incentives 𝐼𝑖 
equal to the net benefit loss 𝑁𝐵𝑙𝑜𝑠𝑠𝑖  

STEP 5: For each consumer  estimate the incentive that corresponds to one unit reduction in 

consumption as 𝑢𝐼𝑖 = 
𝐼𝑖

𝛥𝑄𝑖
. 

STEP 6: Sort consumers in ascending order of the value of 𝑢𝐼𝑖. We refer to this set by 𝑆. Set 𝑗 = 1. 

STEP 7: Set the temporary decision set 𝑇𝑆 of the targeted consumers as {𝑗, 𝑗 + 1,… , 𝑗 + 𝑁 − 1}. 
Set 𝑗 = 𝑗 + 1. 

STEP 8: Repeat step 6 until ∑ 𝑄�̂�𝑖∈𝑇𝑆 ≥ 𝛥𝑄.  

STEP 9: Make the necessary adjustments for the last selected consumer. 

STEP 10: The final set of targeted consumers is given by 𝑇𝑆 and the respective consumption 
patterns are those derived in Steps 3 and 9. The rest of the consumers are not targeted thus 
maintaining their unconstrained optimal consumption pattern.  

 

Note, that the last selected consumer is not always assigned a reduction equal to𝑄𝑖,�̂�, but the remaining 
amount of the required reduction so that we attain the exact consumption threshold. For this consumer, in 
Step 9 of the algorithm, Steps 3 and 4 should be ran again to calculate his net benefit loss to be incurred and 
the necessary incentives. 

Although the provider decides on the value of 𝜂𝑚𝑎𝑥𝑞
 in such a way that the algorithm results in a subset of 

consumers targeted, there is a lower threshold 𝜂𝑚𝑖𝑛𝑞
, under which the proposed reductions in consumers’ 

consumption do not achieve the provider’s goal with regard to (6) meaning that 𝜂𝑚𝑎𝑥𝑞
 must satisfy some 

feasibility condition. For the required reduction in demand 𝛥𝑄 = ∑ 𝛥𝑄𝑖𝑖∈𝑁   we have that  

 

 𝛥𝑄 ≤  𝜂𝑚𝑎𝑥𝑞
∑ 𝑄𝑖𝑖∈𝑁       (8)        

Using (8) we establish that the percentage of reduction in consumption should be (at least) equal to:  

 

 𝜂𝑚𝑖𝑛𝑞
= 

∑ 𝑄𝑖−𝑄𝑠
𝑖∈𝑁

∑ 𝑄𝑖𝑖∈𝑁
= 1 − 

𝑄𝑠

∑ 𝑄𝑖𝑖∈𝑁
     (9)       

 

Hence the condition (9) leads to a feasible solution of the problems (2) and (7).  

4.3.5 Policy 2: Constrained reduction in utility 

So far, we have assumed that for each consumer  the permissible reduction in consumption is expressed in 
the contract as a percentage 𝜂𝑚𝑎𝑥𝑞

 of the optimal consumption. This was also the assumption made in [3] in 
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order for the provider to indirectly enforce some limit to the inconvenience caused. However, it is plausible 
that even a small reduction of the energy consumed can cause great inconvenience, especially in cases where 
consumers appear to be less flexible to adjustments in their schedule. Thus, in such cases, constraining the 
percentage reduction in the utility gained by each consumers is expected to be preferable in terms of both 
the inconvenience caused and the total incentives to be offered, since the smaller the difference in utility, 
the lower the inconvenience cost that the consumers have to incur. To this end, for this algorithm the 
selection criterion in NBIADR differs only in STEPS 2 and 3 as follows:    

  

STEP 2: For each consumer 𝑖 define the reduction in utility as a percentage of the utility obtained 
under the optimal consumption schedule 𝛥𝑈𝑖 =  𝜂𝑚𝑎𝑥𝑢

𝑈𝑖(𝑄𝑖). 

STEP 3: For each consumer 𝑖 find 𝑄�̂� and the vector {𝑄𝑖,�̂� , ∀∈ 𝑇}  that maximises his , i.e. for each 

consumer 𝑖 solve:  

argmax
𝑞𝑖,�̂�
⃗⃗ ⃗⃗ ⃗⃗  ⃗

∑ ∑ 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,�̂�)

𝑎∈𝐴𝑖𝑡∈𝑇

− ∑𝑝𝑡𝑄𝑖,�̂�

𝑡∈𝑇

 

  

such that  

∑ ∑ 𝑈𝑖,𝑎,𝑡(𝑞𝑖,𝑎,�̂�)

𝑎∈𝐴𝑖𝑡∈𝑇

= 𝑈𝑖(𝑄𝑖) − 𝛥𝑈𝑖 

 

A similar approach involves the enforcement of the reduction in terms of net benefit rather than utility, which 
would ensure also fairness on the selection of consumers without though guaranteeing the percentage 
reduction in consumers’ discomfort. Further investigation of this approach is left for future research. 

4.3.6  Experimental evaluation 

In this section we experimentally evaluate our approaches using real consumption data from 6 households 
in India. The data constitutes of sensor readings at a granularity of ten seconds. We distinguish two cases 
with regard to the type of the available data. First, we assume that appliance level measurements for four 
different appliances are available (air-conditioner, fridge, washing machine and television). Second, the 
provider’s information is limited to consumption data concerning only the most important devices, i.e. those 
that consume large loads; hence we consider only measurements for the air-conditioner and fridge that 
comprise the largest portion of the total load. The readings in both cases are extracted for a given context, 
that is weekday 11 April 2014, and are used as input to the methodology described in Section 3.2 of Chandan 
et al. 2014 to extract knowledge on each consumer’s utility functions and the corresponding weights, 
indicating the importance that the consumer places on each specific appliance and the flexibility in altering 
its operation. For each day and consumer, the recorded data is used to obtain consumption in Wh for each 
time slot with a duration of 6 hours during the day. So, we obtain the optimal consumption 𝑄𝑖  of consumer 𝑖.  

4.3.6.1 Evaluation of Policy 1: Full vs Limited information 

Say that the energy provider wishes to narrow the total demand by  of the unconstrained total optimal 
consumption and define the value of 𝜂𝑚𝑎𝑥𝑞

. Following (9), the value of 𝜂𝑚𝑎𝑥𝑞
 must be greater or equal to 

10%. Hence, we have taken three different values for 𝜂𝑚𝑎𝑥𝑞
 to investigate the results regarding the incentives 

offered, the social welfare achieved and the set of selected consumers. For conciseness, Table 4 depicts the 
results of the selection algorithm for two values of 𝜂𝑚𝑎𝑥𝑞

. The consumers are listed in ascending order of 𝑢𝐼𝑖 

(in Indian Rupee ₹) together with their reduced consumption 𝛥𝑄𝑖  (in Wh) and utility 𝛥𝑈𝑖  (also expressed in 
₹). 

iBN̂

10%
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The results indicate that for different values of 𝜂𝑚𝑎𝑥𝑞
, the number of selected consumer decreases and 

therefore the incentives offered by the provider. In particular, in the case of full information (Table 4), we 
observe that a small increase of 𝜂𝑚𝑎𝑥𝑞

 leads to the same number and set of selected consumers but with 

lower amount of incentives, which is anticipated as the constraints are relaxed and the algorithm can impose 
greater reduction to those consumers with lower value of 𝑢𝐼𝑖 (which however depends on 𝜂𝑚𝑎𝑥𝑞

) and avoid 

allocating large reductions to the “expensive" consumers. If we increase the value of 𝜂𝑚𝑎𝑥𝑞
 to 20 then the 

algorithm results in selecting only 3 out of 6 consumers to target for DR, yielding in lower total incentives 
equal to 162.12. 

Similar outcomes arise in the case of limited information in Table 5. Here, the increase of the value of 𝜂𝑚𝑎𝑥𝑞
 

has a direct impact on the number of selected consumers and the total incentives. A further increase of 𝜂𝑚𝑎𝑥𝑞
 

to 20%, leads to even better results in terms of both the number of selected consumers (only 2) and the total 
incentives to be offered (173.71).   

Table 4: Policy 1. Full information for 𝟏𝟎% reduction in total demand 

 𝜂𝑚𝑎𝑥𝑞
= 12% 𝜂𝑚𝑎𝑥𝑞

= 15% 

Consumer 𝑰𝒊 (₹) 𝜟𝑸𝒊 (Wh) 𝜟𝑼𝒊 (₹) 𝑰𝒊 (₹) 𝜟𝑸𝒊 (Wh) 𝜟𝑼𝒊 (₹) 

4 23.57 4476.13 26.13 23.93 4323.54 26.14 

5 22.12 3509.99 25.16 22.62 3390.33 25.19 

1 134.98 20287.97 146.71 135.07 19596.33 146.79 

6 69.52 12827.32 103.16 65.39 13791.21 103.17 

3 0 0 0 0 0 0 

2 0 0 0 0 0 0 

Total Incentives 250.18 247.02 

Table 5: Policy 1. Limited information for 𝟏𝟎% reduction in total demand  

 𝜂𝑚𝑎𝑥𝑞
= 12% 𝜂𝑚𝑎𝑥𝑞

= 15% 

Consumer 𝐼𝑖  (₹) 𝛥𝑄𝑖  (Wh) 𝛥𝑈𝑖  (₹) 𝐼𝑖  (₹) 𝛥𝑄𝑖  (Wh) 𝛥𝑈𝑖  (₹) 

5 23.30 3509.99 25.31 23.80 3390.33 25.31 

1 151.90 20287.97 163.52 152.99 19596.33 163.5
2 

6 99.58 12523.48 106.75 82.82 13028.23 106.7
5 

3 29.59 3575.18 31.19 0 0 0 

4 0 0 0 0 0 0 

2 0 0 0 0 0 0 

Total Incentives 304.37 259.61 

However, in this case more incentives are required than when full information is available. This is due to the 
inelastic nature of the particular type of devices, their operational constraints and the context under which 
they operate. Still, it is entirely up to the provider to decide whether investing in appliance level meters is 
more economically efficient in the long run than the cost of providing incentives to his consumers. 
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4.3.6.2 Evaluation of Policy 2: Full vs. Limited Information 

Here, we consider that the energy provider wishes to narrow the total demand by 25%, without reducing 
consumers’ utility more than 𝜂𝑚𝑎𝑥𝑢

= 5%. Apparently, for such small value of 𝜂𝑚𝑎𝑥𝑢
 the problem is very 

restricted and the optimal solution would be to select all consumers in order to achieve provider’s objective. 
Nevertheless, both under full and limited information, the algorithm selects 4 out 6 consumers to target for 
DR (see Table 6 and Table 7 ). Again, for limited knowledge, the algorithm leads to a higher total amount of 
incentives offered, which is of course reasonable, due to the type of loads that are considered and the 
restrictions in the consumption schedules to be proposed. 

Table 6: Policy 2. Full Information for 25% reduction in total demand and 𝜼𝒎𝒂𝒙𝒖
= 𝟓% 

Consumer 𝐼𝑖 (₹) 𝛥𝑄𝑖  (Wh) 𝛥𝑈𝑖  (₹) 

5  41.83  5124.57   25.30  

4  23.89  2813.56  26.13  

3  43.34  4058.66  31.10  

2  7.73  1151.87  24.89  

6  0.00  0.00  0.00  

1  0.00  0.00  0.00  

Total Incentives    116.80  

Table 7: Policy 2. Limited information for 𝟐𝟓% reduction in total demand and 𝜼𝒎𝒂𝒙𝒖
= 𝟓% 

Consumer 𝐼𝑖 (₹) 𝛥𝑄𝑖  (Wh) 𝛥𝑈𝑖  (₹) 

4  41.83  5124.57   25.30  

5  23.89  2813.56  26.13  

3  43.34  4058.66  31.10  

2  7.73  1151.87  24.89  

1  0.00  0.00  0.00  

6  0.00  0.00  0.00  

Total Incentives    116.80  

4.3.7 Policies’ comparison 

So far we can deduce that Policy 2 selects the optimal set of consumers to be targeted with the minimum 
possible incentives without the need to apply large reductions in consumers’ utility values. However, a 
comparison of the two policies with 𝜂𝑚𝑎𝑥𝑞

= 𝜂𝑚𝑎𝑥𝑢
 would not be fair, as despite the fact that both policies 

aim at solving the same problem, these percentages are included in different constraints. In this context, 
another important performance index to be reckoned is the number of consumers to be targeted. To this 
end, we have defined a specific setup in order to evaluate their performance, by considering a case where 
the provider has full knowledge and both policies would target the same number of consumers. Due to the 
small total number of consumers’ data available, we introduce in the sequel values (e.g. in reduction of 
consumption and utility) that do not correspond to real scenarios but serve our scope to provide some 
insights concerning the best choice of policies employed. Thus, say that the energy provider aims at reducing 
the total demand by 20%. To achieve that, consumers’ consumption is reduced by 𝜂𝑚𝑎𝑥𝑞

= 30% under 

Policy 1 and their utility by 𝜂𝑚𝑎𝑥𝑢
= 10% under Policy 2. 
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The outcomes suggest that if both policies select the same number of consumers to target (thus providing a 
fair basis for comparison), even for more restrictive values of 𝜂𝑚𝑎𝑥𝑢

 Policy 2 outperforms Policy 1 in terms 

of incentives (123.75, 86.55 for Policy 1 and 2 resp.). This is due to the fact that even a small reduction of the 
energy consumed can cause great inconvenience, which in turn requires high incentives to compensate the 
consumer. By employing Policy 2, the energy provider acquires a more clear insight of the consumers 
behaviour and their corresponding discomfort levels and therefore selects the set of consumers targeted 
more effectively. Another observation refers to the sorting list of consumers. One would expect that the 
process of ordering would provide the same results, since both algorithms follow the same sorting criterion, 
but this is not always the case as the decrease imposed to the consumers in their consumptions is estimated 
differently in each case, hence the values of 𝑢𝐼𝑖 and 𝐼𝑖 may vary as well. Although in the example the same 
number of consumers is targeted, the sets of targeted consumers differs. Thus, in an environment of similar 
characteristics, the provider applying ADR and aiming to minimize the total incentives should choose Policy 
2, even if he has to commit to a strict constraint on utility loss (i.e. to a low value of 𝜂𝑚𝑎𝑥𝑢

) to make the 

contracts more attractive. 

4.3.8 Future work 

As a future work, we intend to validate our model on the basis of a larger set of available data from real 
and/or synthetic consumers, so that our evaluation can match more closely to real life conditions. 
Furthermore, we plan to include certain terms in the contract to deal with the possibility of fatigue of 
targeted consumers, by restricting the total number of times they are targeted e.g. within a month, by 
increasing by a small factor the incentives of frequently targeted consumers, or by offering a number of times 
that the user can opt-outfrom the DR event without any consequences. 

Finally, the methodologies presented so far can be either employed in a real environment such as the one in 
Lulea, given that the requirements in terms of the consumption data that should be available are fulfilled, or 
implemented in simulated environments and transformed accordingly to the optimisation problems to be 
solved. 

4.4 FLIADR AND NBIADR APPROACHES’ COMPARISON 

In this section, we present a comparison of the aforementioned methodologies in order to highlight their 
main characteristics and their applicability. Table 8 presents an overview of this comparison.  

Table 8: Comparison of the FLIADR and NBIADR approaches 

FLIADR NBIADR 

The provider wishes to limit the total demand up to 
a certain threshold than can be supplied, while 
minimising the total incentives offered 

The provider wishes to limit the total demand up to 
a certain threshold than can be supplied by 
minimising the total incentives offered as well as 
the discomfort caused to the users 

Information about (i) consumers’ demographic 
characteristics and  (ii) consumers’ profiles (types) 
may be required 

Information about (i) consumers’ demographic 
characteristics, (ii) the utilities that they obtain by 
scheduling the operation of their appliances at 
particular points in time and (iii) the significance 
that they place upon each appliance are required 

The provider offers customised incentive based 
contracts, in order to trigger each consumer to 
participate in DR 

The provider offers customised incentive-based 
contracts according to which consumers are eligible 
to be targeted for DR, and actually selects on the 
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basis of these incentives the consumers to be 
targeted  

For each consumer there is a minimum incentive 
value that triggers him to participate in DR; this 
value exhibits some randomness. Each consumer is 
assumed to behave rationally and respond to the 
incentives offered for DR based on the outcome of 
the participation probability in (3) 

Each consumer is assumed to act rationally by 
choosing that consumption schedule that 
maximizes his total Net Benefit according to (1) 

The contracts terms are defined a priori and include:  

 The amount of curtailment or shifting, 
which in this case equals to 1 unit of 
consumption (for simplicity only) 

 The incentive value  

The contracts terms are defined a priori and include:  

 The maximum permissible reduction in 
comfort (estimated either as a percentage 
of consumption or of utility) 

 The mechanism for calculating the amount 
of incentives to be offered 

Multiple DR events are required by Approach 3 to 
achieve learning successfully 

Series of DR events, in each of which the same 
formula for incentives is employed  

For each DR event, all consumers are targeted, 
given that the provider has no restrictions in terms 
of the total amount of incentives to be offered 

For each DR event, not all consumers are necessary 
to be targeted 

Consumers may decide not to participate (if the 
incentive offered is not high enough) as per in (3) 

Once certain consumers that have already signed 
the contract are targeted, they are assumed to 
participate in DR according to the contract terms, 
which however ensure that consumer 
compensation for discomfort is always adequate.  

Although both methodologies are based on the same assumptions with regard to the modelling of the energy 
provider, they are differentiated as regards to objectives of the provider and the constraints they are subject 
to, i.e. in order to achieve its goal the provider under FLIADR aims to maximize the participation in DR, while 
minimising the total amount of incentives offered, whereas by NBIADR  she wishes to minimize the total 
incentives offered and the discomfort caused to the consumers participating in the DR.  In addition, in FLIADR 
multiple iterations are required by all approaches during a DR event in order to accomplish the maximum 
participation rate with the minimum total incentives offered, whereas in NBIADR we optimize the demand 
for the next time frame (e.g. day) exactly. The iterations needed for FLIADR might be a problem in practice 
because the model assumes that iterations take place within the same context, which may be impractical in 
real life scenarios. Another important difference of the two approaches lies in the user model. In particular, 
the FLIADR does not require any detailed user modelling, while the NBIADR needs a rather detailed micro-
economic model for each household type, and also needs to know the type of its appliances and their 
significance to the consumers. Under FLIADR each user or household is characterised by a set of demographic 
characteristics, e.g. size of family, age, etc., and the consumption profile. Thus, the model is only based on 
information regarding consumers’ profile, which is used to categorize them in two types (elastic and 
inelastic); how exactly this categorization is done, falls beyond the scope of our work.  

Moreover, consumers are assumed to respond in a different way under each methodology. In FLIADR, we 
consider that for each consumer there is a minimum incentive value that triggers him to participate in DR. 
Consumers are assumed to act rationally and truthfully and respond to the incentives offered for DR based 
on the outcome of the sigmoid function representing the participation probability in (3), which is due to the 
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randomness exhibited by this minimum incentive. Unlike that probabilistic approach, NBIADR investigates a 
deterministic case, where consumers are assumed to act rationally by choosing that consumption schedule 
that maximizes their total Net Benefit according to (8). To this end, the FLIADR can be considered a statistical  
approach, better suited to large populations of consumers if these can be nicely classified in a few catagories.  

Another important difference between the two methodologies refers to the contract terms and the privileges 
enabled by the contracts in each case. The FLIADR specifies a priori both the amount of load curtailment or 
shifting (equals to 1 unit of consumption) and the incentive value to be offered. On the other hand, the 
NBIADR defines a priori the maximum permissible reduction in consumers’ comfort, which will result from 
constraining either the consumption or the utility of consumers, and the methodology followed to calculate 
the amount of incentives as a reimbursement for the imposed discomfort. The different consumer models 
applied justify this design of the contracts. By FLIADR, consumers are able not to participate if the incentive 
is lower than their minimum incentive value, while in NBIADR consumers are assumed to have already signed 
contracts that mandate their participation in DR, for which they will always be adequately compensated.  
Finally, in NBIADR the provider may select a subset (not all) of consumers to target for DR, hence avoiding 
any negative phenomena such as participation fatigue. On the other hand, under FLIADR and given the 
provider imposes the same level of reduction to all consumers in order to achieve its goals. Possible 
extensions of the approaches (as discussed in Section 4.2.7) may turn provider's objective into a targeting 
problem. 

4.5 CONCLUSIONS 

In this section, we presented two methodologies that propose certain types of incentive-based ADR 
contracts. We distinguish them by the consumer model applied in each case, namely: 

1. Fixed versus Learning-based Incentives in ADR Contracts: for each consumer there is a minimum 
incentive value that triggers him to participate in DR. This value is nearly fixed, in the sense that it 
varies around a certain parameter characterizing the consumer.  Thus, each consumer is assumed to 
behave rationally and respond to the incentives offered for DR based on the outcome of a 
participation probability defined in Section 4.2.  

2. Net Benefit-based Incentives in ADR Contracts: each consumer is assumed to act rationally by 
choosing that consumption schedule that maximizes her total Net Benefit. 

Both methodologies are subject of study that falls within the context of OPTi, as the problem to be solved is 
motivated by the optimisation problems identified in the field trials in Lulea, Sweden and defined within the 
pertinent use cases that are described in deliverable D2.1. The outcomes suggest different approaches of 
designing incentive-based ADR contracts in an effective way. However, it should be noted that the FLIADR 
methodology does not exhibit the same potential in being applied in real life scenarios, due to the iterative 
procedure that is followed by all approaches proposed, whereby the provider may offer, as a starting point 
in the initial rounds, incentives whose values are far off the consumers’ minimum incentive value (either too 
high or too low). On the contrary, the NBIADR is more likely to be employed in a real environment such as 
the one in Lulea, given that the requirements in terms of the consumption data that should be available are 
fulfilled. Finally, both methodologies can be implemented in simulated environments and transformed 
accordingly to the optimisation problems to be solved. 
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5 BEHAVIOURAL ECONOMICS: STATE-OF-THE-ART AND OPTI APPLICATION 

5.1 BEHAVIOURAL ECONOMICS IN THE CONTEXT OF MODERN ECONOMICS 

Behavioural economics (BE) use psychological experimentation to develop theories about human decision 
making and has identified a range of biases as a result of the way people think and feel. BE is trying to change 
the way economists think about people’s perceptions of value and expressed preferences. According to BE, 
people are not always self-interested, benefits maximizing, and costs minimizing individuals with stable 
preferences—our thinking is subject to insufficient knowledge, feedback, and processing capability, which 
often involves uncertainty and is affected by the context in which we make decisions. Most of our choices 
are not the result of careful deliberation. We are influenced by readily available information in memory, 
automatically generated affect, and salient information in the environment. We also live in the moment, in 
that we tend to resist change, are poor predictors of future behaviour, subject to distorted memory, and 
affected by physiological and emotional states. Finally, we are social animals with social preferences, such as 
those expressed in trust, reciprocity and fairness; we are susceptible to social norms and a need for self-
consistency (Samson 2014). 

But let us take a step back and try to place behavioural economics in the context of modern economics and 
in particular of neoclassical economics. Neoclassical economics dominates microeconomics, and together 
with Keynesian macroeconomics1 form the neoclassical synthesis which dominates mainstream economics 
today. It is an approach to economics that relates supply and demand to an individual's rationality and his or 
her ability to maximize utility or profit. According to neoclassical economics, agents maximize expected utility 
using exponential discounting, and they have access to information that they can assess freely and 
completely.  Moreover, neoclassical economics focus on how the perception of efficacy or usefulness of 
products affects market forces i.e. supply and demand. It suggests that because the consumer's goal is utility 
maximization (in other terms customer satisfaction) and that the organization's goal is profit maximization, 
the customer is ultimately in control of market forces such as price and demand. 

While this is a parsimonious representation of how economic decisions are made, experimental settings and 
empirical observations indicate that behaviour deviates systematically from what traditional models would 
predict. Behavioural economics challenges one or more of the assumptions of the neoclassical economics, 
and offers an alternative way to model decision making. These alternative models often better match 
empirical observations and have higher predictive power than models based purely on neoclassical 
assumptions. While traditional economics assumes individuals always behave rationally, behavioural 
economists often stress the “irrational” aspect of decision making, often referred to as “behavioural failures” 
that make individuals act against their own long‐term interest.  

Thaler and Sunstein (2008) argue that if individuals do not always choose what is best for them in the long 
run, it is welfare enhancing for policy makers to ensure that the set of choices that individuals face is such 
that a long term, welfare‐maximizing outcome becomes more likely. In the BE context this may be done 
through proper framing choices, setting appropriate (limited if necessary) choice sets and providing 
appropriate “default options”. In essence, individuals are “nudged” towards a welfare‐maximizing outcome, 
even if their freedom to choose is still respected. Thaler and Sunstein called this approach “libertarian 
paternalism”2 (Pollitt, M. G., and Shaorshadze, I. 2011). In other words, behavioural based interventions are 
designed to modify the context in which a decision takes place without changing the constraints faced and 

                                                           

1 According to Keynesian economics the economy is best controlled by manipulating the demand for goods and services, although, 
these economists do not completely disregard the role the money supply has in the economy and on affecting gross domestic 
product, or GDP. On the other contrary, monetarist economists (driven by Milton Friedman’s work) believe in the control of the 
supply of money in the economy and allow the rest of the market to fix itself. (Sources: Investopedia and Wikipedia) 

2 Libertarian paternalism is the idea that it is both possible and legitimate for private and public institutions to affect behaviour while 
also respecting freedom of choice, as well as the implementation of that idea (Source: Wikipedia). 
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thus retaining freedom of choice (by not affecting the options available in the choice set it can be deemed to 
be libertarian from a consequentialist point of view, while it is paternalistic in the sense of trying to induce 
‘better’ choices.  

5.2 FUNDAMENTAL BE CONCEPTS AND DIFFERENCES WITH NEOCLASSICAL ECONOMICS 

A (selected) number of fundamental BE concepts and prominent differences between neoclassical and 
behavioural economics are discussed below. The excellent analysis and surveys of Pollitt and Shaorshadze 
2011 and Samson 2014 are the main sources for this section. 

5.2.1 Time-varying discount rates 

Preferences between two future rewards can reverse in favour of a more proximate reward, if the time to 
both rewards diminishes. An individual may prefer $110 in 31 days over $100 in 30 days, but prefer $100 now 
over $110 tomorrow. (Frederick et al. 2004). This is inconsistent with exponential discounting used by 
neoclassical economics in expected utility models. If agents were to discount future utilities exponentially, 
time preferences would not reverse, because the delay of 30 days is shared between the two options. Time‐
varying discount rates could explain the tendency to procrastinate. Similarly, when given a choice between 
performing 5 hours of an unpleasant task today and 5 ½ hours of an unpleasant task tomorrow, most people 
choose the second option and delay the task. On the other hand, when given a choice of 5 hours of 
unpleasant work in a month, versus 5 ½ hours of unpleasant work in a month and a day, most people take 
the first option (O’Donoghue and Rabin 2000). To deal with this apparent anomaly, behavioural economics 
proposes hyperbolic discounting. Under hyperbolic discounting, individuals have higher discount rates for 
short horizons, but low discount rates for long horizons (Laibson 1997). This implies that people will be 
farsighted when planning if both costs and benefits occur in the future. However, they will make short‐
sighted decisions if costs or benefits are immediate (Camerer and Loewenstein 2004).   

5.2.2 Prospect theory and reference points  

In standard economic theory, an individual’s preferences among different commodity bundles depend on 
wealth and prices, but are independent from the composition of their current endowment (assets) or their 
current consumption. Prospect theory, one of the foundations of BE states that welfare changes should be 
evaluated according to certain reference points (Kahnemann and Tversky 1979).  

The following are some of the manifestations of the importance of reference points for welfare evaluation. 

1) Loss aversion. Traditional economics assumes that individuals are risk averse or risk neutral but place 
the same value on losses and gains of equal amount. Kahnemann and Tversky (1979) argue that 
valuation of losses is the mirror image of valuation of gains and refer to this phenomenon as the 
reflection effect. The reflection effect explains that we have opposite ‘risk preferences’ for uncertain 
choices, depending on whether the outcomes is a possible gain or a loss (Figure 29). It has been 
demonstrated empirically in many studies and settings that individuals tend to value losses more 
than gains. For example, this is found in contingent valuation studies3 that show that willingness to 
accept is typically higher than willingness to pay (Shogren and Taylor 2008).  

                                                           

3 Contingent valuation is a survey-based economic technique for the valuation of non-market resources, such as environmental 
preservation or the impact of contamination. 
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Figure 29: The Reflection Effect expressed as the S shape of the value function in Prospect Theory: 
concave for gains (indicating risk aversion) and convex for losses (indicating risk seeking) – Source: 

Wikipedia 

2) Status-quo bias and inertia. The preference for things to remain the same, such as a tendency not 
to change behaviour unless the incentive to do so is strong, has been termed the “status quo bias” 
(Samuelson and Zeckhauser 1988). Inertia is one form of people’s propensity to remain at the status 
quo (Madrian and Shea 2001), a well-known manifestation of which includes low rates of pension 
plan enrolment when people have to make the effort to sign up (‘opt-in’). In this case, an effective 
way to increase enrolment rates is to change the default—what happens when people do not make 
an active choice. Inertia, procrastination, and a lack of self-control are problems that make changes 
in default options from opt-in to opt-out an effective strategy, so, instead of having to take action to 
enrol (opt-in), people now have to make an effort to dis-enrol (opt-out) (Thaler and Sunstein 2008). 
Nudging with defaults is one of the primary tools of the ‘choice architect’ (Goldstein, Johnson, 
Herrman and Heitmann 2008). 

3) Endowment effect. This bias occurs when we overvalue a good that we own, regardless of its 
objective market value (Kahneman, Knetsch and Thaler 1991). It is evident when people become 
relatively reluctant to part with a good they own for its cash equivalent, or if the amount that people 
are willing to pay for the good is lower than what they are willing to accept when selling the good. 
Put more simply, people place a greater value on things once they have established ownership, which 
is especially true for goods that wouldn’t normally be bought or sold on the market, usually items 
with symbolic, experiential, or emotional significance. The endowment effect is an illustration of the 
status quo bias and can be explained by loss aversion (both presented above). Figure 29 presents this 
explanation in graphical form. An individual at point A, asked how much he/she would be willing to 
accept (WTA) as compensation to sell X units and move to point C, would demand greater 
compensation for that loss than he/she would be willing to pay for an equivalent gain of X units to 
move him/her to point B. Thus the difference between (B-A) and (C-A) would account for the 
endowment effect. In other words, he/she expects more money while selling; but wants to pay less 
while buying the same amount of goods. 

5.2.3 Bounded rationality and self-control 

Bounded rationality refers to the phenomenon that agents are rational but have cognitive constraints in 
processing information (Simon 1986).  Therefore they deviate from rationality in certain circumstances. In 



   

D3.1: Consumer modelling and incentives 

 

 

  Page 58 of 84 

 

other words, our minds must be understood relative to the environment in which they evolved.  Some of the 
manifestations of bounded rationality are the following: 

1) Choice overload refers to the difficulty individuals have in making a choice when presented with too 
many options. Studies show that more shoppers make a purchase of a jam when they are presented 
with 6 choices than when they are presented with 24 choices (Iyngar and Lepper 2000). Traditional 
economics struggles to explain this tendency, and assumes that more choices are always preferred 
to fewer choices. 

2) Heuristics, which are commonly defined as cognitive shortcuts or rules of thumb that simplify 
decisions, represent a process of substituting a difficult question with an easier one (Kahnemann 
2003). Heuristics can also lead to cognitive biases. Traditional economics assumes that individuals 
use concepts of statistical sampling and statistical rules (e. g. Bayes’ rule) for updating probabilities 
of future events in the face of new evidence (Camerer and Loewenstein 2004). However, 
experiments demonstrate that individuals often make choices in a way that departs from the 
Bayesian assessment that they are supposed to make under traditional economics. This departure 
may be systematic (biased) rather than idiosyncratic. Thaler (1999) showed that an individual’s 
willingness to spend earned income, windfall income, or saved income is not the same, even if money 
can be used interchangeably. This contradicts the assumption of traditional economics that money 
is fungible. Heath and Soll (1996) suggest that mental accounting4 can explain why individuals make 
apparently suboptimal consumption choices. There are divisions regarding heuristics’ relation to bias 
and rationality. Furthermore, while heuristics such as affect, availability, and representativeness have 
a general purpose character, others developed in social and consumer psychology are more domain-
specific, examples of which include brand name, price, and scarcity heuristics (Shah and 
Oppenheimer 2008). 

3) Certainty/possibility effects. There is some indication that consumers do not correctly process 
statistical information and probabilities. They are swayed by vivid and salient information more than 
by simply convincing, statistically correct information. Research shows that individuals overstate 
small probabilities of catastrophic losses or large gains. Changes in the probability of gains or losses 
do not affect people’s subjective evaluations in linear terms (also related to prospect theory and zero 
price effect) (Tversky and Kahneman, 1981). For example, a move from a 50% to a 60% chance of 
winning a prize has a smaller emotional impact than a move from a 95% chance to a 100% (certainty) 
chance. Conversely, the move from a 0% chance to a 5% possibility of winning a prize is more 
attractive than a change from 5% to 10%, for example. People over-weighting small probabilities also 
explains lottery gambling—a small expense with the possibility of a big win.  

Furthermore, Congdon et al. (2011) present the bounded rationality as a psychological bias under the name 
imperfect optimisation that can contribute to market inefficiency together with bounded self-control, and 
nonstandard preferences. Bounded self-control, is manifest in the discrepancy between the intentions 
consumers have and their actual behaviour. Consumers often plan to behave in a certain way but end up 
doing otherwise. They procrastinate, their choices may vary depending on their emotional state, and small 
barriers may in fact constitute significant deterrents to action. Finally, consumer preferences are often 
context dependent. Individuals exhibit a bias toward the status quo as we have discussed in 5.2.2. Their 
choices are sensitive to how decisions are framed and they evaluate outcomes not in terms of absolutes but 
relative to (endogenous) reference points. 

                                                           

4 Refers to the fact that people treat money differently, depending on factors such as the money’s origin and intended use, whereby 
they do not think of it in terms of formal accounting. A key term in mental accounting is that of fungibility, the fact that all money is 
the same and has no labels. According to the theory, people treat assets as less fungible than they really are, and they frame assets 
as belonging to current wealth, current income, or future income. 
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5.2.4 Pro-social behaviour, fairness and reciprocity 

As already mentioned neoclassical economics assumes that an agent makes choices that depend only on his 
or her own monetary payoff and consumption. Moreover, they care only about their own consumption of 
public goods but do not directly benefit from their own contribution, nor are they directly affected by other 
people’s consumption or contribution (Bernheim and Rangel 2007) and they have a tendency to free-ride. 
However, in experimental games and empirical studies, it has been demonstrated that individuals seem to 
value fairness and often act pro‐socially. For example, Kahneman, Knetsch and Thaler 1986 show that 
consumers have strong feelings about the fairness of a firm’s short‐run price decisions, and suggest that this 
prevents firms from exploiting their full monopoly power.  

BE provides an alternative view to help explain why and when individuals make private provision of public 
goods. Two behavioural explanations relate to people’s attitudes towards providing for public goods. First, 
individuals are not purely selfish, but place value on social goods. In essence, they value not only their own 
consumption, but also the consumption of others (they are other‐regarding). Public goods may still be 
underprovided, but this is because individuals think it is not fair that they bear the burden for their provision 
at the expense of others. Ostrom (1998) finds that in public goods games (i.e. experiments where individuals 
are given the opportunity to contribute to the provision of a public good) most individuals are conditional co‐
operators – they will contribute, if they are sure that others will do the same. Second, individuals contribute 
to the social good because of the warm‐glow effect. Warm‐glow effect refers to the idea that individuals 
might participate in public goods (such as a green‐electricity program) because it makes them feel good 
(either because they feel better about themselves, or because they care about what others think of them), 
but not necessarily because they care about the public benefit per se (Andreoni 1988, 1990; Bernheim and 
Rangel 2007). In essence, besides valuing their own consumption of public goods, individuals value having 
contributed to public good provision. 

The motivations for providing for public goods are hard to test empirically. As a result, “warm glow” is often 
treated as a reduced form of deeper underlying processes (social norms, social signalling, reciprocity, 
altruism, etc.). Disentangling these processes is challenging and their representation may vary among 
different policies and contexts (Bernheim and Rangel 2007). Nevertheless, different underlying motivations 
may have different policy implications. If an individual would provide for public goods only with the assurance 
that others do not free ride (i.e. showing a concern for fairness), then increased contribution by others will 
increase the likelihood of his or her contribution. If, on the other hand, an individual contributes as a status 
symbol (e.g. because of a desire for a warm glow or prestige), then provision by others may decrease the 
likelihood of his or her contribution. In this case, a monetary incentive for contributing may crowd out the 
altruistic incentive to contribute.  

Researchers indeed find that monetary rewards sometimes crowd out intrinsic motivation, especially if the 
monetary rewards are small. For example, when a small monetary payment was offered for blood donation, 
blood donations actually decreased (Titmuss 1987[1971]). It was also found that volunteers perform better 
when they are not compensated than when they receive small monetary compensations (Gneezy and 
Rustichini 2000). These findings are hard to reconcile with traditional economics, but can be explained by 
behavioural economics, as they take away from the warm‐glow satisfaction of giving.  

Behavioural research on individual decision making in social contexts often relies on experimental games. 
Along with behavioural decision theory, behavioural game theory is the second major theoretical area found 
in behavioural economics. Typically, these games endow participants with rewards (e.g. tokens), which then 
change hands based on choices made by individuals within the rules of the game. This occurs over the course 
of one or more rounds of playing. The outcome of the game is evident in the way rewards are split between 
players, and the results often show that people have inequity aversion, i.e. they prefer fairness over inequality 
in many contexts (Fehr and Schmidt 1999). 

Fairness is related to a human desire for reciprocity, our tendency to return another’s action with another 
equivalent action. Reciprocity, however, can have positive and negative aspects. As Ernst Fehr’s work in this 
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area has shown, people’s responses to positive actions are often kinder than a self-interest model would 
predict, but on the flipside it can also lead to punitive responses to negative actions (Fehr and Gaechter 
2000).  

5.3 BEHAVIOURAL ECONOMICS APPLIED IN ENERGY  

Energy consumption, energy‐efficient investment, and pro-environmental actions involve consumer decision 
making and behaviour. These aspects have generated increased interest in designing policy interventions 
that target energy demand, and interest in assessing the responsiveness of consumer behaviour to these 
interventions. As presented in the previous section, behavioural economics can provide new perspectives 
that can inform policy design on how individuals evaluate options, make decisions, and change behaviour. In 
order to realize energy savings and emissions reductions necessary to address climate change, decision 
makers have to consider tapping into behavioural transformation strategies.  

Some of these topics are presented below based on the works of Pollitt and Shaorshadze 2011 and Madrian 
2014 and others. This analysis will not elaborate on behavioural studies regarding energy efficiency 
investments and policy design but will rather focus on aspects that relate to OPTi project i.e. Energy Efficiency 
(EE), Demand Response (DR) and Demand Side Management (DSM). Furthermore, the topic of incentives and 
BE interventions will be addressed distinctly in Section 5.4.  

5.3.1 Tariff design and consumer decision making  

Time varying tariffs like time‐of‐use tariffs (TOU), when customers face different tariffs according to the time 
of day; (2) critical peak pricing (CPP), when customers face higher tariffs during certain critical peak times 
through the year; (3) peak‐time rebate, when customers pay flat electricity tariffs but receive rebates if the 
electricity usage is reduced compared to a certain benchmark at critical times through the year; (4) real‐time 
pricing, when customers’ electricity tariffs fluctuate in real time according to the wholesale electricity prices have 
extensively been used on the consumer side as means to reduce energy consumption (for energy efficiency), to 
achieve the targets of Demand Response and Demand Side Management.  

The following are some of the BE concepts that should be considered when designing time-varying tariffs in 
order to proliferate their adoption and efficacy (Pollitt and Shaorshadze 2011). 

1) Endowment effect. Bill payers currently enjoy the benefit of being insulated from variable rates 
during the day. Proper design and marketing of the dynamic tariffs will be critical for overcoming 
consumers’ resistance to changing the cost‐benefit structure of the way they consume electricity. 
Individuals are attached to their routines and daily habits and may be inflexible to modify them, or 
demand high compensation to do so. 

2) Status-quo bias. Research shows that when presented with a utility bill with a default choice, most 
consumers will not change it (Brennan 2006). Those who object to having the dynamic tariff either 
as a default or mandatory option, mention distributional considerations. They argue that most 
households will remain on the default plan even if it is not optimal for their consumption patterns. 
Vulnerable households, such as the elderly and disabled, will not be able to vary their load and will 
be losers under the dynamic tariffs, if that is set as a default (Felder 2010). 

3) Time-varying discount rates. Introducing dynamic tariffs raises concerns about short‐term cost 
versus the “lag” in long‐term gain (Simhauser and Downer 2011). Dynamic pricing will result in a “rate 
shock”, as bills of some consumers will skyrocket in the near term, before behavioural adjustments, 
or before households acquire enabling technologies or replace old appliances with ones that better 
accommodate varying tariffs. Even if the long term costs of smart meter infrastructure proves to be 
beneficial, the long term may be really long (Hanser 2010). Since individuals tend to have higher 
discount rates for the future, they may not think that the costs are worth the benefits, especially if 
the savings are initially small or nil.  
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4) Loss aversion. If individuals value (negatively) losses more than they value gains, rate increases 
during peak periods may have to be compensated with larger rate decreases during off‐peak periods.  

5) Concern for Fairness. Opponents of mandatory dynamic tariffs cite fairness considerations towards 
the vulnerable. It is argued that vulnerable households (elderly, disabled, and poor) will not be able 
to shift consumption to off peak, since they have minimal electricity consumption to begin with and 
are often homebound. On the other hand, proponents for the dynamic tariffs state that it is not fair 
that “peaky” households are being subsidized by “less peaky” households through flat tariffs (Faruqui 
2010). 

Furthermore, two major studies in the Great Britain from the Office of Gas and Electricity Markets and the 
Office of Fair Trading have provided us with insights on how the consumer decision making progress is 
affected by the BE concepts discussed above. According to Houghton 2011 and OFGEM 2011, low consumer 
capacity has the greatest impact on consumers’ ability to assess different offers. However, as the table shows, 
all of the identified themes may explain some consumer behaviour at all stages of the decision making 
process. 

Table 9: Behavioural factors affecting the consumer decision making process  

 

 

OPTi project during its trial phases will not alter the already defined tariffs from Lulea Energy and Sampol 
respectively. However, at the end of the project will propose certain suggestions based on the above analysis 
so that the efficacy of the existing schemes is improved and that will pave the way for new, more dynamic 
schemes to be adopted in the future.   

5.3.2 Dealing with issues relating to information provision (asymmetry, framing and feedback)  

Providing energy‐saving information and energy‐consumption feedback is successful in eliciting behavioural 
changes. The residential electricity market has traditionally suffered from asymmetric information. New 
technologies and infrastructure (AMI), such as smart appliances and smart meters provide innovative ways 
to access consumption information. Having access to disaggregate consumption information makes 
electricity consumption more tractable and easier to manage. Information asymmetry is typically assumed 
to be a market failure, and is studied under the paradigm of traditional economics. However, behavioural 
economics finds that not only is the information important, but also the way it is presented or framed. 
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If the communication of information takes into account the behavioural failures and heuristic decision 
making of consumers, messages can be crafted to solicit a sharper behavioural response. Since individuals 
are affected more by salient information rather than simply accurate information, then visual cues and vivid 
descriptions are important. For example, Thaler and Sunstein (2008) found that when the energy company 
in Southern California gave its customers an “Ambient Orb” that glowed in red when energy consumption 
was high (salient signal), orb users reduced peak energy demand by 40%. With large‐scale deployment of 
new technologies that provide innovative ways of communicating information, providing appropriate vivid 
cues will become increasingly important. If consumers are affected by losses more than gains, the effective 
message should stress money wasted by missing the opportunity to save energy rather than emphasizing 
energy‐saving behavioural change. The former formulation provides the same information but is more 
effective, although less welcomed, especially by elderly and vulnerable customers. 

Furthermore, regarding bounded rationality’s principle of limited knowledge or information Thaler and 
Sunstein (2008) point to experience, good information, and prompt feedback as key factors that enable 
people to make good decisions. Consider climate change, for example, which has been cited as a particularly 
challenging problem in relation to experience and feedback. Climate change is invisible, diffuse, and a long-
term process. Pro-environmental behaviour by an individual, such as reducing carbon emissions, does not 
lead to a noticeable change. The same is true in the domain of health. Feedback in this area is often poor, 
and we are more likely to get feedback on previously chosen options than rejected ones (Samson 2014). 

OPTi will deliver a virtual knob that users in Lulea will utilise for sending immediate feedback on their comfort 
to their utility provider. Therefore, we consider the information provisioning not only important in terms of 
receiving information but also providing feedback (i.e. in a way “closing the information loop”) so that trust 
is also build between the two participating ends.   

5.3.3 Social norms and the sustainability of interventions 

Social norms affect individual actions through providing guidelines as to what is acceptable or “normal” 
behaviour. Some behavioural interventions aim to influence consumer energy consumption through 
increasing awareness of social norms. A number of studies have attempted to change energy consumption 
of households through providing them with the consumption information of their peers, as an indicator of 
social norms.  

Nolan et al. (2008) left door hangers at 271 homes in San Marcos, California, USA, with different, randomly 
assigned energy conservation messages. Door hangers that compared a given household’s energy demand 
to that of their neighbours led to 10% more energy demand reduction than door hangers that gave only 
energy conservation tips. Schultz et al. (2007) left door hangers in 286 homes in the same city. Residents who 
had lower energy consumption than average increased consumption (the “boomerang effect”). However, 
this effect was eliminated when a smiley face was drawn next to their energy consumption. The author 
postulates that the smiley face was interpreted as a normative signal and resulted in behavioural change. 

While the above studies were based on small sample sizes, their findings were consistent with the results of 
a program run by OPOWER, one of the largest randomized field experiments in history. OPOWER mailed 
home energy report letters to customers, comparing their energy usage to that of their neighbours. These 
letters also gave customers energy conservation tips. OPOWER ran a program for 23 utilities, including 6 of 
the largest 10 utilities in the USA and 600,000 households. The study found that the intervention reduced 
average energy demand by 1.11% to 2.78% from the baseline usage (Allcott and Mullainathan 2010). 

The large‐scale OPOWER experiment gained considerable media publicity and was hailed by leading policy 
makers as a testament that behavioural economics should motivate viable policy alternatives. However, 
Loewenstein and Ubel (2010) cautioned against being overly reliant on these types of interventions, pointing 
out that the energy savings they generated were very small. They stated that traditional mechanisms, such 
as a carbon tax would be far more effective even if politically more difficult to implement, as they would 
increase the price of carbon in line to its true cost. 
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The analysis of the Opower home energy report has also been the subject of Allcott and Rogers (2012) trying 
to answer the following questions:  

1. How persistent are effects after the intervention ends?  

2. What is the incremental effect of continued treatment?  

The authors demonstrate that the intervention spurs immediate energy conservation, but consumers’ efforts 
begin to decay relatively quickly. This could be explained by multiple models, including a simple model in 
which the reports are “cues” that change the marginal utility of consumption, but utility returns to its un-
cued state after the cue is removed. Second, the cyclical pattern of action and backsliding diminishes as 
people become accustomed to receiving reports. Third, they show how effects become more persistent as 
the intervention continues, implying that consumers gradually change their capital stock of habits or physical 
technologies. 

If the intervention stops after two years, the effects decay at only 10 to 20 percent per year. Fourth, even 
after two years of treatment, consumers have not fully habituated, and continued treatment still has 
substantial incremental effects. There are two main policy implications a) how long-run persistence can 
materially change cost effectiveness, which in some cases could affect whether a policymaker should or 
should not adopt a program. In this case, many policymakers had made assumptions that we now see were 
far too conservative b) how empirical estimates of persistence and habituation can be used to optimize 
program design. In this setting, the optimal program design may be to continue the intervention for long 
enough for people to develop some new capital stock, then reduce treatment intensity. This suggests that an 
important part of the future research agenda on behavioural interventions is to more precisely identify when 
and why people form a new “capital stock” that causes persistent long-run effects. 

This implies that as the intervention is repeated, people gradually develop a new "capital stock" that makes 
the effects persistent. This capital stock might be physical capital, such as new energy efficient lightbulbs, or 
"consumption capital" - a stock of energy use habits in the sense of Becker and Murphy (1988). 

They also demonstrate how the dynamics of persistence can play an important role in designing behavioural 
interventions. In doing this, they conceptually distinguish two separate channels through which repeated 
intervention changes cumulative outcomes. The durability effect reflects the extent to which repeated 
intervention increases effects during the treatment period. The persistence effect captures the extent to 
which repeated intervention induces households to change physical capital or consumption habits, which in 
turn causes the changes in outcomes to last longer after the intervention ends.  

For Opower and for other interventions in other contexts, this suggests that it is important to repeat an 
intervention until participants have developed a new "capital stock" of habits or other technologies. After 
that point, it may be optimal to reduce the frequency of intervention, unless the durability effect is very 
powerful. 

OPTi, will take into account these aspects in the definition of incentive mechanisms (please refer to Section 
5.4). 

5.3.4 Exploiting pro-environmental and pro-social behaviour  

BE claims that many individuals are “conditional co‐operators” and value fairness. Individuals would be 
willing to contribute to public goods if they know that others do not free ride and also contribute. Moskovitz 
(1992, 1993a, 1993b) argued that customers would voluntarily sign up and pay higher electricity rates if the 
additional money collected were earmarked to support renewable energy projects and environmental 
activities. Since then, utilities in many jurisdictions have offered green energy tariffs. These green tariffs 
represent a contribution to public good. If individuals are indeed willing to make voluntary contributions, 
public policy may harness this tendency through devising mechanisms that make these contributions more 
likely. 
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BE also suggests that if individuals are motivated by the “warm‐glow” effect, then giving monetary incentives 
would decrease their motivation for contributing to public goods. On the other hand, if individuals pay a fine 
for behaviour that diminishes public goods, their intrinsic motivation for avoiding this behaviour may be 
reduced. This “crowding out hypothesis”5 is intellectually appealing, but so far few studies have 
demonstrated this effect empirically in the context of energy.  

Finally, individuals may be more likely to provide public goods if their contributions are “publicly” 
acknowledged. Thus token gifts (i.e. pins, mugs, and stickers) given in exchange for the contribution are one 
way to encourage provisions. Yoeli (2010) conducted a large‐scale experiment in collaboration with PGandE, 
a regulated investor‐owned utility in Northern California. Consumers were sent letters inviting them to 
volunteer to install a device in their homes that would allow the utility to control their air conditioners when 
electricity supply was tight. Volunteers had to sign up for the program on a sheet that was displayed publicly 
near mailboxes. The treatment group of households was requested to write their names on the sign‐up sheet, 
while the control group of households provided a unique, anonymous numerical identifier. Households that 
had to provide full identity information had a higher sign‐up rate (however, the difference was not 
statistically significant). 

OPTi, will take into account these aspects in the definition of incentive mechanisms (please refer to Section 
5.4). 

5.4 BEHAVIOURAL INTERVENTIONS AND INCENTIVES  

There is no doubt that monetary (or pecuniary or financial-terms used interchangeably) incentives are very 
powerful motivators for individuals as it has been proven in a myriad of contexts. Not surprisingly, monetary 
incentives can have substantial impact upon behaviour. However, in many cases the results are 
disappointing. There are several reasons for this. First, small piece-rate6 monetary incentives are typical, for 
example, in the form of rebates on compact fluorescent light bulbs. However, small piece-rate monetary 
incentives actually decrease desirable behaviours because the reward “crowds out” intrinsic motivations. 
Non-monetary social incentives such as cooperation, competition, and norms can be more effective than 
piece-rate monetary incentives (Lepper, Master and Yow 2008). 

Non-monetary incentives can be strong motivators in some contexts and may be less expensive than the 
monetary incentive that would be required to generate a similar degree of behaviour change.  In contexts in 
which incentives are a potentially cost-effective approach to change behaviour, behavioural economics can 
inform us how to design incentives to make them maximally effective. For example, lottery-like incentives 
may actually be more motivating than linear financial rewards because individuals tend to overweight small 
probabilities and underweight larger probabilities in their decision making (as we discussed in 5.2.2). The 
implication is that if there are two payments of equivalent expected value, a small guaranteed payment and 
a much larger uncertain amount with a low probability of payment, the latter will be preferred because 
individuals overweight the low probability of the uncertain pay-out and act as if it has a higher expected value 
(Madrian 2014). Furthermore, it was also shown that judiciously applied pecuniary interventions increase the 
impact of monetary interventions if used in combination. This has increased interest in research in 
behavioural economics as a guide for policy making (Allcott and Mullainathan 2010; DEFRA 2010; OFGEM 
2011). 

The timing of incentive payments can impact their effectiveness in motivating behaviour change, more so 
than would be implied by standard discounting. If individuals have present bias, temporally proximate 
incentives will have a much greater impact than those in the future. Another factor that can impact the 

                                                           

5 The crowding out effect is an economic theory stipulating that rises in public sector spending drive down or even eliminate private 
sector spending. Though the “crowding out effect” is a general term, it is often used in reference to the stifling of private spending 
in areas where government purchasing is high. (Source: Investopedia) 

6 Piece-rate: a rate of payment for piecework (i.e. result-driven) 
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effectiveness of incentives is whether they are structured such that they are perceived as a gain or as a loss. 
Levitt et al. (2012) find that student incentives for test performance are more effective using a loss framing 
(students are given the reward and then told they will have to give it back if performance is inadequate) than 
a gain framing (students are told that if exam performance is adequate, they will receive a reward). 

Competition as a means of incentive has been effective in incentivizing individuals to reduce energy 
consumption. McClelland and Cook (1980) studied the effect of competition between master‐metered 
residential buildings at the University of Colorado, USA. The buildings, where occupants were not individually 
metered, were competing on which building would save more electricity. Contestants received information 
on how to save electricity and feedback on savings of their usage, as well as the usage of the other groups. 
The winning building received a reward of $80. The contest groups used 6.6% less electricity than control 
groups. However, the savings decreased with time, suggesting that the effect of the reward was short-lived. 
Pallak and Cummings (1976) studied whether they could induce reduction in energy consumption through 
soliciting public commitment. The study was carried out in Iowa City, USA. People who signed a public 
commitment showed lower rates of increase in gas and electricity use than those who signed a private 
commitment or those in the control group. 

Energy savings can also be motivated by assisting consumers with goal setting. Becker (1978) gave 
households a relatively difficult goal (20%) or a relatively easy goal (2%) to reduce electricity use. All 
households received information on which appliances used more electricity, but only some households 
received consumption feedback. Only the households that had the difficult goal and received feedback had 
a significant change in electricity consumption (15% savings). In general, most of the research conducted on 
non‐monetary incentives has involved small samples, and it is not clear if these interventions are scalable. 
Most of the studies do not monitor interventions for a prolonged period of time, and it is not certain if habits 
were changed or behaviours eventually returned to pre‐intervention norms. Where follow‐up studies were 
conducted, it was typically found that the behavioural changes were not sustained (please refer to Section 
5.3.3 discussing the issue of sustainability of interventions). 

Summarising the discussion so far, the following table presents some practical examples of how incentives 
for energy efficiency can be behaviourally enhanced (Houde and Todd 2010) tailored also to the OPTi use 
cases i.e. utilising DR and ADR incentives and contracts. The table has been separated into two sections. The 
first presents the concepts that are more pertinent to the OPTi environment and particularly for DR and ADR, 
whereas the second the remaining ones that can be potential applied in other cases for Demand Side 
Management, actually being more tailored for energy efficiency than DR.  

Table 10: BE concepts applied to incentives and behavioural change  

BE concepts with high applicability for DR and ADR 

BE concept Suggestion for incentives designer 

Crowding out 

If people are intrinsically motivated to 
perform a behaviour, introducing a 
small, piece-rate monetary reward may 
actually decrease the behaviour. 

Don’t focus on extremely small monetary energy savings. 
Offering a non-monetary reward might not cause this 
crowding out (or might have the same or better effect).  

Reciprocity and trust 

People repay trust and gifts with high 
effort, sometimes even more so than if 
they are offered rewards that are 
contingent on the amount of effort 
produced. 

Offer people a “gift in-kind” (a non-monetary gift) to the 
consumers as it can be sometimes more motivating than 
giving people a monetary gift equal to the cost of the gift.  

Consider offering a monetary gift that is not conditional on 
effort instead of a conditional on effort reward i.e. send 
beforehand thanking them (in advance) for the effort to be 
made.  
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Competition 

People seem to be more motivated by 
competition and rewards given to top 
performers rather than piece-rate 
rewards. 

Reward people who save the most energy, rather than a 
reward per kWh saved.  

Organise competitions between flats/neighbourhoods/cities 
to see who can reduce the most energy use. Prizes could be 
community prizes. 

Certainty Effect 

People tend to overestimate small 
percentages, and therefore prefer a very 
small chance at a large reward to a 
small reward for sure (result of prospect 
theory). For example in the case of 
lotteries. 

Rather than small, certain monetary incentives, provide a 
small chance at a large monetary incentive.  

Rather than giving people appliance rebates, give them a 
lottery ticket that would make the entire appliance free. 

Endowment effect 

People overvalue a good that they own, 
regardless of its objective market value. 

Give people a reward, then take it away if they don’t save 
enough energy. For example, consider providing virtually an 
incentive before the start of a series of DR or ADR events and 
reduce in the cases that consumer does not meet the targets. 
At the end award him (actual money) the remaining amount. 

 

Choice overload 

When faced with too much information 
or too many choices, people tend to do 
nothing, thereby in effect choosing the 
default option. Too many choices thus 
exacerbate the opt-out effect. 

Avoid giving too many recommendations or choices in order 
to achieve the required behaviour. For example when 
proposing a) new schedules for devices for ADR or b) ways to 
respond to a DR event. 

 

Time varying discounting  

Preferences between two future rewards 
can reverse in favour of a more 
proximate reward, if the time to both 
rewards diminishes. 

Use hyperbolic discounting so that the consumer benefits at 
short-term (i.e. provide immediate awarding of incentives). 

Use commitment mechanisms such as public goal setting 
/commitments. 

Defaults / Endowment effect / Status 
Quo 

People tend to stick with the default 
option, so switching a program from 
opt-in to opt-out could have a large 
impact on program enrolment. 

Switch a program from opt-in (where the default is non- 
enrolment in the program) to opt-out (where the default is 
enrolment in the program). 

Also, When designing contracts (e.g. in ADR) pay particular 
attention to the opt-in/out options. 

  

BE concepts with lower applicability for DR and ADR (and higher for Energy Efficiency) 

Feedback 

People tend to be able to change their 
behaviour more when provided with 
specific, timely feedback. 

When targeting behavioural change provide analytic feedback 
both before and after the targeted event (e.g. in DR) via 
mobile applications, in-home displays, etc. 

Status and self-image 

People are more likely to contribute 
when their actions are visible to others. 

Exploit the fact that people contribute more (i.e. provide 
greater effort for pro-social behaviour) when others can 
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observe their contributions by displaying a list of people who 
have made significant conservation efforts.  

Free-riding 

One person has a low motivation to 
contribute to the public good (by 
reducing energy use) because it makes 
virtually no difference in worldwide 
emissions. 

Create sharing mechanisms that minimize free-riding, e.g. fair 
lotteries.  

Create smaller groups/networks where people contributions 
are made salient. 

 

Fairness/Inequality/Punishment 

People are willing to contribute to the 
public good, but only if others also 
contribute to. Also, they tend to be 
averse to inequalities and unfair 
outcomes, and are willing to pay in order 
to reward or punish others. 

Implement a “Provision Point Mechanism”, in which people 
contribute money towards a goal, but are refunded their 
money if the goal isn’t met. For example (Rose et al. 2002), 
the Traverse City Light and Power in Michigan successfully 
built a windmill using this mechanism, and The City of Fort 
Collins in Colorado raised money for three separate wind 
turbines in this way.  

Consider the ability to punish others who do not contribute 
can increase contributions to public goods. Punishment can 
be monetary or in the form of “disapproval points”. Social 
media can be exploited in many ways here. 

Make it obvious that others in the community are making an 
effort to reduce energy use.  

Social norms and references 

 

Providing information that all of your neighbours are using 
less energy is much more motivating than providing info 
about environmental harm. 

Inducing competition and displaying ranking systems can 
cause the reference point to shift to focusing on other people 

If possible, describe the energy efficient behaviour as both 
common and valued in the community. 

Loss aversion 

People tend to focus on losses much 
more than on gains. 

Energy information should be framed as preventing a loss, 
rather than incurring a gain: “This appliance is 6 times less 
efficient than the best in class” or “You are currently loosing 
$5 every month by not consistently turning off your lights” is 
more motivating than “This appliance is 2 times more 
efficient than the average appliance” or “You could gain $5 
every month by consistently turning off your lights”. 

Have a graph with “money saved” or “energy saved” on the Y 
axis so that using more energy visually looks like a loss. 

Goal Setting 

Setting goals can help people overcome 
procrastination and also set a reference 
point. 

Setting personal or group goals for energy use / reduction 
could be very effective. 

Together with loss aversion, this suggests that, for example, 
information about a household’s energy use should be 
presented relative to a goal of 10% energy reduction, or 
relative to households that use less energy. 

Segregation and Integration of 
monetary losses and gains 

If you want to emphasize the cost, present it on its own, if 
you want to de-emphasize the cost, embed it. “You are 
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Presenting a small cost on its own is 
more salient than embedding it within a 
larger cost. 

currently loosing $5 every month by not consistently turning 
off your lights” is more effective than “You could reduce your 
$125 electricity bill to $120 if you consistently turned off your 
lights” 

On the other hand, if the hidden costs are large for a target 
behaviour, aggregation of small amounts is desirable. (Save 
$100/year by buying EE fridge rather than save $0.30 per day) 

5.5 INSIGHTS ON BE RESEARCH 

Whether they work in public policy or industry, readers of the behavioural science literature who wish to 
apply ideas from economics and psychology are faced with the challenge of engaging with material that is 
quite vast and complex. To this end, behavioural frameworks for designing and evaluating interventions and 
integrative models (e.g. of user behaviour) are being devised by some practitioners, such as business 
consultants, in attempts to simplify and apply behavioural science ideas. A good behavioural tool is both a 
conceptual lens and a decision aid that can help practitioners understand problems and design solutions. 
More importantly, it is parsimonious, universal, and flexible enough to be applied repeatedly and thereby 
increase efficiency. The tool, essentially, comes to represent a tried and tested approach over time. 
Behavioural tools can sit anywhere on a continuum between the descriptive and the more prescriptive or 
practice-oriented, depending on their purpose. While many practitioners opt for a one-size-fits-all, domain-
general approach, others may find more useful a specific model that suits their problem domain (e.g. 
personal finance or health).  

 A basic typology of these tools is the following (Samson 2015): 

Behavioural principles: A ‘laundry list’ of heuristics and biases ('loss aversion', 'framing bias', etc.), sometimes 
with examples of how these work out in practice, or a more sophisticated statement of behavioural principles 
or 'nudges' ('defaults', 'pre-commitment', etc.).This approach serves as a useful reference framework or 
checklist. Examples: MINDSPACE; Cialdini’s Principles of Persuasion. 

The conceptual model: Identifying relationships and categories. A simple model might focus on cognitive, 
emotional, and social biases, or System 1 and System 2 thinking. A more advanced model might integrate 
different behavioural concepts or offer a depiction of how phenomena are interrelated (e.g. loss aversion 
and the endowment effect). These types of models are a great way of mapping out human psychology or 
making classifications. Examples: Codagnone et al.’s Nudging Taxonomy; ‘Your Brain On Behavioral 
Economics’. 

The behaviour change model: A more dynamic or change-oriented approach to human behaviour. Models 
of this type may map out behavioural stages. Or they may show the interaction between psychological 
processes (e.g. motivation to attain certain goals) and environmental factors (e.g. frames or cues). Tools like 
these are particularly useful if they are aimed at understanding behaviour change processes or how an 
intervention might induce behaviour change. Examples: BJ Fogg’s Behavior Model; Prochaska & DiClemente’s 
Stages of Change. 

OPTi project and in particular WP3 will mainly address issues around incentives design for DR and ADR based 
on micro-economic models as those presented in Section 4. However, we will fine-tune these models by 
exploiting BE concepts and already utilised research-driven models. A selection of the most relevant to our 
work is presented below.  

5.5.1 The Behavioural Change Matrix (BCM) 

Fehr, G., Kamm, A., and Jäger, M. (2014) tried to visualise the aspects and measures of behavioural change 
via interventions in a framework entitled “The Behavioural Change Matrix”. The matrix had been based on 
the fundamental empirical observation that contributions to the public good depend on two conditions: 
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awareness of a social norm to contribute and the consequences of not following the norm, and the 
willingness to contribute to and thereby follow said norm, as explained below. For our case we can consider 
that energy reduction towards achieving energy efficiency goals (e.g. in terms of CO2 reduction) as a 
contribution to a public good (in this case saving natural resources, promoting a healthier living, etc.). 

Awareness, or knowledge of the effects one’s behaviour has on other people, can have a major impact on 
one’s decisions, but empirical evidence indicates that people often have little or no knowledge of how their 
behaviour influences other people and society, whether in positive or negative ways. In addition, it is often 
not understood that one’s behaviour also affects the behaviour of other people. Individuals might not realize, 
for instance, that by littering in a park, they encourage other people to follow their example, or that by not 
paying taxes they further discourage others from paying theirs. Even if people are generally aware of the 
negative consequences of their behaviour, they do not always take this awareness into account. These 
mismatches of general awareness and situational remembrance have been labelled “blind spots” by 
Bazerman (2011). The cause for these blind spots can be traced back to the mind's two modes of thinking: 
the intuitive, fast, and impulsive System 1 and the slow, rational, and deliberate System 2, as defined by 
Nobel Prize winner Daniel Kahneman (2011). People evaluate actions and their consequences thoroughly 
only when they are in the System 2, the "cold state" – something that doesn’t happen very often. In most 
situations, people are in their System 1 or “hot state”, in which they rely on simple heuristics and emotions 
and in which they are prone to forgetting important facts. 

Awareness alone is not sufficient to motivate behaviour. Even after the health hazards of second-hand 
smoking had been demonstrated in a multitude of studies, many smokers nevertheless stuck to their public 
smoking habits, demonstrating an unwillingness to change their behaviour. In addition to awareness of the 
negative consequences of one's behaviour, one must be willing to change this behaviour accordingly. 
Willingness, an intention and ability to contribute to societal or organizational goals, is influenced by five 
main factors: Social norms, burdens, fairness perceptions, economic costs7 and behavioural preferences. 

The BEATM Behavioral Change Matrix developed by FehrAdvice and Partners AG taking both awareness and 
willingness into account and it allows for the identification of measures most likely effective to achieving 
behavioural change, while also predicting the amount of time necessary to achieve the change goal. 

                                                           

7 i.e. monetary incentives or punishments for a certain behaviour. While they have the power to strongly motivate behaviour, 
research indicates that economic costs are only properly taken into account when people are in the slow and thorough thinking mode 
of System 2. Due to the fact that many decisions are made in the fast System 1, where people rely more on past experience, habits 
and norms than a rational analysis of costs, economic costs do not always result in the expected changes in behaviour. 
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Figure 30: The BEATM Behavioural Change Matrix 

A variety of high-level measures can be used to bring about behavioural changes. The following six 
approaches are typical measures to strengthen the dimensions of awareness and willingness. Their suitability 
in individual cases is dependent on the issue at hand and the location it is placed in the matrix.  

 Communication and education: Strengthens awareness of the issue and its negative effects on 
society. 

 Negative incentives and control: Increases willingness to show the desired behaviour by sanctioning 
its undesired counterpart. 

 Positive incentives and enabler: Enables and increases willingness to show the desired behaviour by 
rewarding it. 

 Belief Management: Promotes the forming of a desired norm and thereby increases willingness. 

 Preference Management: Influences the building of preferences to positively affect both awareness 
and willingness. 

 Attention Shifting: Aims to steer behaviour in the desired direction - often subliminally - and so 
influence willingness. 

Furthermore, the four quadrants are briefly presented below:  

Quadrant 1: Shift attention when both awareness and willingness are high 

The first quadrant describes contexts in which people are aware of the consequences of their behaviour as 
well as willing to act responsibly. A lack of norm-compliant behaviour in spite of these attitudes is likely to 
stem from a temporary lack of awareness in certain contexts and situations. The main measure to address 
issues in this quadrant is “attention shifting”, pushing people in a certain direction in the decision moment. 
Short term nudges include drawing footsteps that lead to trash bins, whereas measures like commitment 
devices encourage long term adherence to behaviours, especially those that individuals have shown likely to 
defect from. "Nudges" do not transform people; rather they provide cues to affect behavioural change given 
certain circumstances. They are low cost, generally easy to apply and can achieve results in a short time. 

Quadrant 2: Educate and communicate when willingness is high but awareness is low 
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In comparison to Quadrant 1, situations that fit into Quadrant 2 exist not because of unwillingness, but 
because of unawareness of actions’ negative consequences. Therefore, problems can best be solved by 
improving individuals’ awareness of actions’ consequences. Educational measures and improved 
communication to increase awareness are therefore the tools of choice. A typical example is the 
aforementioned education of people on the dangers of second-hand smoking. Depending on the nature of 
the topic, results for interventions in Quadrant 2 can be expected in the medium or long term. 

Quadrant 3: Use incentives and punishment when awareness is high but willingness is low 

In contexts of the third quadrant, people show high awareness of the problem, but are unwilling to change 
their behaviour accordingly. Incentives (positive or negative) and belief management are best implemented 
to resolve these issues. Examples include offering amnesty for tax violators, or a zero tolerance policy against 
littering (e.g. in Singapore). 

Quadrant 4: Educate and create incentives when both awareness and willingness are low 

The fourth quadrant consists of contexts in which people are neither aware of the consequences of their 
actions nor willing to modify their behaviour. As this necessitates increasing both awareness and willingness, 
the desired behavioural changes are only achievable in the medium to long term utilising the full BEATM 
Behavioural Change Toolbox. 

5.5.2 The Fogg Behavioural Model (FBM) 

The FBM has three principal factors that I refer to as motivation, ability, and triggers. In brief, the model 
asserts that for a target behaviour to happen, a person must have sufficient motivation, sufficient ability, and 
an effective trigger. All three factors must be present at the same instant for the behaviour to occur. 

 

Figure 31: The Fogg Behavioural Model 

Motivation is a factor that can take various forms depending on the specific context of the target behavioural 
change. Fogg defined three different types of motivators: 

 Pleasure/pain. This type of motivator is immediate and requires almost no thought, anticipation or 
planning. The response to this motivator is basically instantaneous, similarly to the response to 
hunger, sex or other activities related to biological self-preservation. 

 Hope/fear. The second type of motivator requires a certain level of anticipation. The occurrence of 
a desired/undesired outcome is projected into the future, but makes the person experience the 
feeling of hope/fear in the present. For example, an energy conservation behaviour can be motivated 
by the hope of reducing CO2 emissions or by the fear of receiving an expensive electricity bill. 
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 Social acceptance/rejection. The third type of motivator is the social dimension. People are affected 
by social pressures which lead them to behave in ways that increase social acceptance and avoid 
social rejection. This motivator is highly present in virtual social networks, such as Facebook, where 
people actions (e.g. posting pictures, comments, etc.) are significantly driven by the desire for social 
acceptance. 

Ability, or simplicity, is the factor of a persuasive mechanism that should reduce the effort needed to perform 
the target behaviour. People are generally resistant to performing actions that require excessive effort, thus 
simplicity must be the guiding principle of any persuasive design. To be considered simple, a target behaviour 
should be quick, cheap, require little physical or cognitive effort, should not violate social norms and 
conventions, and should easily become part of a person’s normal routine. Of course, the absolute level of 
simplicity differs depending on the context of the persuasive mechanism to be put in place and users’ profiles: 
some people have more time, or more money, or are more eager to perform non-routine actions than other 
people. 

Triggers are a very important factor of any persuasive mechanism. They can have various forms, use different 
communication channels, and must be recognized and associated with the target behaviour. The FBM 
describes three types of triggers. 

 Spark. This trigger is designed in combination with a motivator. Examples of sparks are text messages 
that highlight a fear, or videos that inspire hope. 

 Facilitator. This trigger suits users who have high motivation but lack of ability, i.e. it is designed to 
improve the user’s ability. The facilitator aims to trigger the behaviour by making it easier to do. 
Examples of facilitators are software update messages that require only one click to install the 
update, or an address book uploading function on a social networking website that automatically 
builds an initial network of acquaintances on the user’s behalf. 

 Signal. This trigger is intended to work best when people have both the ability and the motivation to 
perform the target behaviour: the signal is therefore a reminder. Examples of signals are automatic 
SMS or email messages that remind users to perform the target behaviour, or traffic lights, which do 
not motivate the user but simply indicate when a behaviour (i.e. crossing the intersection) is 
appropriate. 

A practical application of the Fogg’s model in the energy domain has been presented in Wijaya, Vasirani and 
Aberer 2014. In a crowdsourcing experiment for open innovation the crowd was asked for new ideas for 
effective incentive mechanisms for indirect DR. The challenge was posted on the Atizo website, the leading 
Swiss open innovation platform for the development of creative ideas and innovative concepts. The challenge 
was entitled “Convince consumers to reduce peak hour consumption. How can electricity suppliers 
encourage consumers to reduce their electricity consumption during peak hours?” To drive the originality 
and applicability of the ideas submitted, the aforementioned factors were used as the principal evaluation 
criteria. The two best ideas were rewarded CHF 100 each. 

The ideas submitted by the crowd participants allowed them to extract the following types of motivation that 
might drive energy consumers to reduce peak consumption. 

 Money (FBM category: Pleasure/pain). This motivation can take various forms, such as different 
tariffs between peak and off-peak consumption, discounts, bill rebates, redeemable points to use 
electricity at later time or to purchase energy efficient appliances. 

 Green awareness (FBM category: Hope/fear). People who care about the environment should be 
informed about the impact of their peak electricity consumption on CO2 emissions and non-
renewable resource usage. 

 Green cooperation (FBM category: Hope/fear). This motivation is similar to green awareness, but is 
enriched by a social component. Residential energy consumers are not aiming to reduce their 
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personal carbon footprint, but rather they are members of a bigger community aiming at more 
challenging goals, such as reducing peak consumption over an entire district and thus removing the 
need for an entire CO2-intensive peak power plant. Consumers can also be motivated by the fact 
that the rewards for their collaborative effort are ploughed back into the community in the form of 
projects such as road maintenance or new parks. 

 Energy awareness (FBM category: Hope/fear). When consumers actually see how much they are 
consuming, a visual representation acts as the feedback to make them understand how and when 
they use energy. The understanding of their own energy behaviour leads consumers to improve their 
peak energy consumption. 

 Social pressure (FBM category: Social acceptance/rejection). This motivation type refers to the 
pressure exerted by any type of social comparison or competition, including with oneself. For 
instance, the peak-shaving performance of energy consumers can be compared to that of other 
people in their neighbourhood or shared within their social network using social media such as 
Facebook. This motivation can also take form of self-comparison, in which case people exert pressure 
on themselves. 

With regards to simplicity, participants in the crowdsourcing experiment highlighted the fact that energy 
consumers might need assistance to reduce the effort needed to reduce peak consumption. The following 
effort elements that consumers would like to have simplified (or minimized) in order to carry out the desired 
peak energy saving behaviour were extracted: 

 Time. The consumer often has both the motivation and knowledge to perform peak energy saving 
actions, but would like to spend the minimum amount of time on discovering when and which 
appropriate and specific actions should be carried out. 

 Physical effort. All the ideas that require supportive devices such as smart appliances, programmable 
thermostats, electricity storage systems, home control systems and backup power generators, fall 
within a simplification of physical effort. All these devices reduce the physical effort required to carry 
out certain peak energy saving actions such as lowering the heating thermostat or rescheduling the 
use of appliances such as washing machines and dishwashers. 

 Cognitive effort. In order to become savvy energy consumers, users must be educated. Any incentive 
that comes with informative content to help the user become an expert in energy management falls 
within this category. 

Finally, some of the ideas defined mechanisms aimed at triggering the desired consumer behaviour. These 
triggers were classified into the following types: 

 Media (FBM category: Spark). Many participants suggested the use of videos, documentaries, 
movies, text messages, radio announcements, and social media in order to instil motivations such as 
environmental and energy awareness. 

 Information (FBM category: Facilitator). This trigger aims to improve the consumer’s ability to carry 
out the desired behaviour by using appropriate graphical interpretations of peak energy 
consumption and possible actions to diminish it. 

 Alarm (FBM category: Signal). This category includes all types of reminders to carry out the desired 
behaviour, and can be delivered via home displays, social media such as Twitter and Facebook, 
smartphone apps, and SMS messages. 

Overall, the analysis of the ideas showed that monetary incentives, albeit important, were not the only 
potential sources of consumer engagement. Consumers are indeed keen to protect the environment, 
either through individual acts or as part of a collaborative effort. Furthermore, a considerable percentage 
of the participants in our experiment clearly suggested (and validated the common belief) that 
consumers need mechanisms that reduce the cognitive and physical burdens of managing their energy 
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consumption, such as through smart appliances, appropriate graphical interpretations of data, or 
decision support systems. Last but not least, whilst the Fogg Behaviour Model (motivation, 
ability/simplicity, and trigger) can be used to model behavioural change, guaranteeing a more sustainable 
energy supply and environment also requires that the design of a DR program takes into account the 
long-term sustainability of the target behaviour (Wijaya, Vasirani and Aberer 2014). This is the reason for 
selecting this model as applicable for OPTi project, as we aim to maximise both the efficacy but also the 
long-term sustainability of our micro-economically driven mechanisms. To achieve that exploiting the 
insights from BE, as the aforementioned model, are crucial. 

5.5.3 Research on BE policymaking and insights from the EC studies 

In 2012 the European Commission started to explore and test policy options using behavioural experiments 
(van Bavel et al., 2013). A set of several experimental behavioural studies for the Directorate General Health 
and Consumer of the European Commission (EC) was conducted that included: a) a first test followed by a 
replication to assess the effectiveness of the new Combined Warning (text warnings and picture) that will 
appear on tobacco products in Europe in 2014 (we carried out two laboratory experiments and two online 
experiments; b) a laboratory experiment and an online experiment to test the effectiveness of CO2 labels for 
vehicles; c) a laboratory experiment and an one online experiment to test measures aimed at protecting 
consumers of online gambling services; d) a behavioural study, currently under design to assess the effect of 
online marketing practices such as ‘advergames’ and ‘ in-app purchase’ on children aged 8-11 years old. 

Some of the key findings were presented in Samson 2014 by Codagnone, Bogliacino, Veltri,Lupiáñez-
Villanueva, and Gaskell. According to them, any form of policy intervention will impose a criterion against 
someone’s will and democracy requires: a) transparency from the political system in terms of the values 
selected in deciding and designing an intervention; b) and at least an evidence based justification of choice. 
Overt and explicit coercion by ‘nudgers’ is arguably better than covert manipulation by those designing 
environmental and contextual cues. This key point is not always explicit and clear in the mind of the policy 
makers requesting a behavioural study. In this respect, the importance of combining a discovery and a 
selection phase in research should be highlighted. This would improve the quality of the outputs, educate 
policy clients, and better manage expectations of and decisions informed by experimental behavioural 
studies. 

Moreover, following Fischoff and Eggers (2013) three steps are defined for supporting behavioural research. 
In a study involving consumer choice X the three steps should be: 

1. Normative analysis. Identify, using consolidated theory and evidence, the possible outcomes of 
choices X and decision makers’ values to weight them. 

2. Empirical analysis. Predict, using behavioural experiments, the choices X that consumers would 
actually make, under the conditions created by possible policies. 

3. Prescriptive analysis. Characterise the gap between the normative ideal and the descriptive reality, 
with each policy option. 

Furthermore, four major challenges and proposed solutions were presented. 

1. Include discovery and selection phases. The design of sound behavioural research in support of 
policy-making should include a discovery and a selection phase. Exploration is about discovery and 
discoveries lead to new thinking. In both the ‘selection’ and ‘discovery’ phases of policy-oriented 
behavioural studies more time should be allocated to the development of a joint understanding of 
the ‘problem’ and agreement on the goals of the study. 

2. Convince the policymaker that sometimes ‘less is more’. The legitimate objective to obtain value for 
money may have unintended consequences. This is evidenced in the lengthy shopping list of policy 
options that researchers are invited to test. In the policy world, it may be difficult to grasp the logic 
of randomised control trials. As the number of options to be tested increases, the statistical power 
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requirement in terms of sample sizes increases, as does the number of interactions. Moreover, with 
many options to test and little discovery phase it is also unclear what outcomes (response variables) 
would be relevant to measure from a policy perspective. To the extent that it is feasible from a 
procurement perspective, a consultation process should involve the client and contractors to ensure 
that the technical specification of the study is sound and to ensure that the budget offered is 
maximised in relation to the scientific validity of the output.  

3. Balance against conflicting validity pressures. Including as many countries as possible is a general 
requirement (with respect to EU policymaking). While this is understandable on the ground of 
maximising external validity (representativeness of the sample and apparent relevance to different 
Member States), little evidence of significant country effects has been found. Unless there is a strong 
presumption or indication from previous studies of relevant country effects, a prudent selection of 
countries should be the normal practice. 

4. Establish a consultative client relation and involve intermediaries. Inevitably, given the novelty of the 
approach, there is some variation in knowledge and understanding of the logic of experimentation 
and insights from behavioural studies. Problems of communication and of managing expectations 
also emerged when the findings were presented either because of lack of familiarity with behavioural 
research findings or on account of unrealistic expectations from policy options that empirically 
showed minimal effects.  

This work is not directly relevant to the OPTi work on incentives. Nevertheless, is valuable in the context of 
WP3 work on providing a holistic view on sustainability and in WP7 in the context of business modelling, as 
regulation influences the incentives and business strategy of the value chain actors.  
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6 CONSUMER AND ECONOMIC MODELLING PROTOTYPES EARLY DESIGNS  

6.1 CONSUMER MODELLING COMPONENT  

The role of the consumer modelling component in the OPTi framework is to depict aspects of consumer 
behaviour that are relevant to the DHC system operation.  In particular, we focus on two specific aspects: 

 Understanding and modelling consumer preferences (in terms of energy consumption, indoor 
temperature, etc.)  

 Understanding and modelling consumer comfort/discomfort, which drives the above preferences. 

 We shall now briefly explain these sub-components of the Consumer Modelling Component briefly.  From 
the baseline consumption modelling, the energy consumption/demand of the consumer can be predicted, 
as shown in Section 2.1.  Here we had primarily used the context vector based approach for modelling the 
baseline, wherein we identify appropriate contextual variables (such as time of day, day of week, season, 
outside temperature, etc.) that explain the historical consumption recorded for the consumer in question. 
Another aspect of modelling consumer preferences is to understand a consumer’s indoor temperature 
preferences. We plan to use the “virtual knob” (described in Section 2.2) to obtain feedback from the 
consumer on whether or not he/she is comfortable with a certain level of indoor temperature. Statistical 
analysis on the data obtained via the virtual knob, which entails categorization of the data based on context 
combinations, shall then be used to mine the consumer’s temperature preferences. The KPIs related to 
temperature preferences are explained in OPTi Deliverable 2.1.  

Modelling a consumer’s comfort/discomfort is a challenging task because of comfort/discomfort being an 
abstract quantity, which is difficult to quantify numerically. In literature, the concept of utility functions is 
often used to quantify the benefit derived by the end consumer of a service (e.g. electricity). In OPTi, we plan 
to extend the concept of utility functions to model a consumer’s thermal comfort via a novel hybrid approach 
which combines theoretical utility functions in literature with statistical analysis of data obtained from the 
virtual knob.  

We now provide a “high level” description of how the consumer modelling component interacts with the 
other components of the OPTi framework. A more detailed presentation of these interactions with a list of 
data points shall be presented in the second version of deliverable D2.5 (Ritter, 2015). Firstly, modelling of 
baseline energy consumption would require real world data on historical consumption, and contextual 
variables such as outside temperature. Secondly, modelling of consumer temperature preferences would 
require indoor temperature of the consumer’s premises, feedback (data collected via the virtual knob, and 
context data similar to that required for modelling baseline consumption. Lastly, modelling of consumer 
comfort/discomfort would require feedback data from the virtual knob in combination with context data. 
Therefore, to summarize, the consumer modelling component shall require (i) historical energy consumption 
data, (ii) indoor temperature, (iii) feedback data from the virtual knob, and (iv) context data. These data 
interactions would be through the data management component in the OPTi framework.  

As mentioned above, the outputs of the consumer modelling component are (i) baseline consumption, (ii) 
indoor temperature preferences and (iii) comfort/discomfort models for a consumer. Through these outputs, 
the consumer modelling component interacts with the economic modelling, physical modelling and 
optimisation and control components of the OPTi framework, as explained below. Baseline consumption 
would be an input to the economic modelling component, since it is required to determine optimal incentives 
for demand response contracts with consumers. Baseline consumption would also be required by the Control 
and Optimisation Component for efficient planning of demand response programs and to compute the 
efficacy of these programs. Indoor temperature preferences would be required by the physical modelling 
component as an input to building models in order to compute the associated energy demand imposed on 
the DHC network. These preferences would also be required as inputs to the Optimisation and Control 
Component, in the form of constraint boundaries for the optimisation frameworks that would be developed 



   

D3.1: Consumer modelling and incentives 

 

 

  Page 77 of 84 

 

in the latter. The comfort/discomfort models would also be inputs to the optimisation and control 
component to define objective functions and/or constraints in optimisation frameworks where user comfort 
needs to be explicitly accounted for. Further, these models would be required by the Economic Modelling 
Component to determine appropriate incentive mechanisms for demand response contracts with 
consumers.  

The development of the Consumer Modelling Component shall be based on the requirements for this 
component that were identified in Deliverable 2.1. It should be noted that we have explicitly accounted for 
gender aspects in the creation of these requirements. 

6.2 ECONOMIC MODELLING COMPONENT 

The Economic modelling component (EMC), as depicted in Figure 32, constitutes one of the core components 
that compose the system architecture of the OPTi framework (more details can be found in Deliverable D2.3). 
The EMC component, with its underlying functionality, is mainly responsible for: 

1. the definition of the economic parameters of the various stakeholders participating in the OPTi DHC 
environment, their motivations, incentives and relationships among them 

2. the formulation of the economic models that emerge within such an environment and under 
different assumptions 

3. the definition of the economic problems to be solved and 

4. their optimisation from an economic perspective by taking into account the economic models and 
parameters 

Subsequently, a brief analysis of the subcomponents is presented as listed in Figure 32.  

 

Figure 32: The Economic modelling component 

In particular, the EMC component aims to provide the methodologies and optimisation algorithms for a 
complete design and definition of simulated DR and ADR enabled programs and their control strategies that 
will be compiled within contracts tailored to each consumer's needs. Although the literature in DR programs 
is already extensive, OPTi aims to adopt control strategies and methodologies that are in line with the DHC 
environment’s peculiarities and the stakeholder’s needs and preferences. Different generation technologies 
will be considered that are driven both by the use cases referring to the real trials and the ones to be 
simulated (more details can be found in deliverable D2.1 (Cortes, 2015) and D6.1 (Sundberg 2016). Moreover, 
the different contracts will be specified and parameterised following each consumer’s preferences and 
choices as defined in the Consumer Modelling Component, including also data for the different pricing 
schemes, opt-in and opt-out options, penalties, etc.  

A first step towards this direction is set by the work presented in Section 4.2, which lays the foundation on 
the definition of different customised incentive based ADR contracts, by proposing three approaches (two 
static and a learning algorithm) that assist the energy provider design and perform incentive-based ADR 
contracts effectively, while exploiting information that are available from profiling and/or result from load 
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disaggregation in the most efficient way. Besides, a key element of the EMC component, which is also 
inextricably linked with the ADR definition and contract design, refers to the determination of the various 
incentive and targeting policies, i.e. the algorithms that enable the selection of the optimal set of consumers 
to be targeted for DR and the policies that minimise the discomfort caused to consumers, while in the same 
time minimise the incentives offered by the provider. Hence, the work described in Section 4.3 lies within 
this context and is directly related to the objectives and scopes of OPTi. According to this work, consumers 
will be offered customised incentive based contracts that enable their participation in DR while granting the 
provider the permission to take control of specific appliances on their premises to achieve their goal. The 
incentives offered aim to reimburse users for the discomfort due to DR and are defined in such a way that 
they amount approximately to the valuation that users place on each unit of reduction. 

Particular emphasis is placed upon the innovative approach that is presented in Section 4.3 towards the 
estimation of the value of the incentives that should be offered to each targeted consumer. In line with the 
OPTi goals, the work proposes a methodology to assist the design of effective contract-based ADR programs 
according to which consumers are both compensated for a specified amount of energy curtailment and 
assigned an optimal schedule, using a consumer net benefit maximization approach. An algorithm to select 
the optimal set of consumers to be targeted for DR and two accompanying policies that restrict the 
discomfort caused to consumers, thus attaining some fairness among them are also presented. Adding 
certain terms in the contracts to deal with the possibility of fatigue and the introduction of behavioural 
economics yields improved predictions on the behaviour of users and better policy prescriptions; thus 
consisting a key direction for future work.   

By exploiting the consumer utility functions defined by the Consumer Modelling Component and taking into 
account the objectives and technical restrictions of the supply side, the EMC component will deliver the 
respective models that will enable the realisation of the notion of the social welfare and the definition of the 
economic optimisation problems to be analysed in the Optimisation and Control Component. As stated 
above, the works presented within this deliverable in Sections 4.2 and 4.3 are motivated by the optimisation 
problems identified in the context of OPTi both for the simulated and the real use cases. 

As part of the overall EMC component, the virtual market sub-component aims to design and simulate a suite 
of alternative current and emerging market structures tailored to the DHC system and by taking into 
consideration the different generation technologies that are prevalent in such systems. In addition, it is 
expected also to interact and exchange data with the real markets. In accordance with the virtual markets, 
various pricing schemes are to be simulated and considered in order to evaluate their effect on the 
implementation of the ADR programs.  

The cost benefit analysis subcomponent is responsible for performing the evaluation of the socio-economic 
sustainability of the whole OPTi approach, by analysing the overall benefit derived by OPTi against the various 
equipment and data management and monitoring costs, as well as considering the feedback loop of 
incentives, their impact on altering consumers’ behaviour and comfort and the resulting value for the utility 
provider. The subcomponent will be defined in more detail later in the project in the context of WP3. 

As listed above, the outputs of the EMC are (i) user contracts, which enable the (ii) optimisation mechanisms 
for the ADR programs and (iii) the incentive and targeting policies for ADR programs. These outputs are to be 
made available to the Optimisation and Control Component of the OPTi framework, in order to be utilised 
during the execution of the ADR programs either in the real trials or in the simulations. The development of 
the EMC component in OPTi-Sim shall be based on the requirements for this component as they were 
identified in deliverable D2.1 (Cortes 2015).  

Finally, it should be noted that gender aspects are explicitly accounted for in the definition of the 
methodologies and algorithms included in the component especially those that relate to user behaviour. The 
optimisation problems and algorithms are also determined by taking into account the gender aspects of the 
participating stakeholders. This applies for the design of incentive based ADR contracts as well as the 
definition and estimation of the proper amount of incentives to be offered. 
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7 GENDER ISSUES 

OPTi takes into serious consideration the effect of gender issues across all of its activities, including the 
modelling work of WP3. The analysis of the aforementioned material with regard to that has identified a 
number of possible areas that gender issues can be of importance, especially for DR designers. These are 
presented next as guidelines/suggestions: 

Consumers preference modelling 

- Models and user profiling could account for various distributions of male and female consumers 

 Motivating consumer participation 

- Framing incentives by gender and age should be considered 

Trials planning 

- Equal gender distribution when selecting users for field trials should be ensured 

Data analysis  

- Analysis of trials results per different genders and ages could yield interesting results that could be 
exploited by the designers for creating more efficient customised incentives 

Behavioural Economics 

- Researchers should elaborate more on how human decision making and/or a range of already 
defined behavioural biases is affected by the gender of people (out of the context of OPTi) 

 

 

 

 

  



   

D3.1: Consumer modelling and incentives 

 

 

  Page 80 of 84 

 

8 CONCLUSION 

D3.1 presented the theoretical work carried out by OPTi’s WP3 until M8 and set the scene for the work to be 
performed in the rest of the project duration. More specifically, the deliverable presented an analysis on the 
consumer preference modelling, the consumer incentivisation and behavioural aspects. An economic 
definition glossary was also included, by presenting the core economic concepts that were used in the 
modelling and analysis, i.e. definitions from microeconomics literature, concepts on mechanisms’ design and 
the main optimisation problems pertaining to the OPTi environment. 

In addition, a theoretical modelling and simulation framework was defined in order to model and analyse 
user economic-behaviour with respect to energy consumption, i.e. to shape the baseline consumption 
profile. User utility models and functions were introduced, via a novel hybrid approach, to identify 
consumers’ thermal comfort due to space heating according to a certain schedule and associated timing. Two 
methodologies (the FLIADR and NBIADR methodologies) and different approaches of designing incentive-
based ADR contracts in an effective way were proposed. The methodologies and theoretical models 
produced were also evaluated by means of a number of simulations of different environment set-ups that 
will be further extended in the rest of the project duration. The initial evaluation results were very promising 
with regard to achieving the optimisation goals and their applicability.    

Furthermore, a study on the behavioural aspects of consumers’ profiling and their applicability in the 
definition of incentive schemes was conducted.  In addition to the theoretical analysis, an initial investigation 
on how the aforementioned frameworks can be incorporated in the context of the OPTi architecture (in 
particular the components of Consumer and Economic Modelling) was presented.  

The remaining and completion of this work will utilise input and results from all WP3 tasks and from their 
interaction with other WPs, including a comparison of the results from the theoretical and simulation 
framework against those of the real trials and will be presented in subsequent project deliverables.  
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